
A Human-Centered,
Reinforcement Learning Driven
Robotic Framework For Assisting

Construction Workers

SUBMITTED IN PARTIAL FULFILLMENT OF THE

REQUIREMENTS FOR

THE DEGREE OF

DOCTOR OF PHILOSOPHY

Yuning Wu
Ph.D. Candidate in Computational Design

M.S. in Machine Learning

School of Architecture, Carnegie Mellon University

Committee
Dr. Daniel Cardoso Llach

Advisor

Associate Professor, Computational Design Track Chair, School of Architecture,

Carnegie Mellon University

Dr. Jean Oh

Co-Advisor

Associate Research Professor, Robotics Institute, Carnegie Mellon University

Dr. Jieliang Luo

External Committee Member

Former Senior Principal Research Scientist, Autodesk Research AI Lab

September, 2024



CARNEGIE MELLON UNIVERSITY

School of Architecture

College of Fine Arts

Dissertation

Submitted in Partial Fulfillment of the requirements for the degree of

Doctor of Philosophy

TITLE:

A Human-Centered, Reinforcement Learning Driven Robotic

Framework For Assisting Construction Workers

PRESENTED BY:

Yuning Wu

ACCEPTED BY ADVISORY COMMITTEE:

Daniel Cardoso Llach Advisor DATE

Jean Oh Co-Advisor DATE

Jieliang Luo External Committee Member DATE

September, 2024

i

Sep 23, 2024

Jean Oh
Sep 24, 2024

Rodger Luo
Sep 26th, 2024



Abstract

This research explores how robots can be designed to support, rather than

replace, labor-intensive workers in construction. It develops a robotic frame-

work leveraging Reinforcement Learning (RL) algorithms, encompassing

robot hardware prototyping, unstructured site perception, worker detection

and tracking, hierarchical motion planning, and contextualized RL training.

Realized as a “work companion robot” for carpentry workers, the framework

is tested in both lab and real construction sites. Key contributions include a

practical RL-driven robot for tool/material delivery and worker-robot inter-

action, a modular and lightweight system with tailored control and sensory

packages, an comprehensive perception architecture for navigating unstruc-

tured environments, a hierarchical motion planning stack that integrates

RL-based and search-based path planning, and a contextual RL finetun-

ing pipeline for social navigation around workers. This robotic framework

lays a technical foundation for future research into robotically-supported

collaborative work, advancing the field of computational design, robotics,

and AI/ML by integrating advanced robotics into real-world construction

contexts with a focus on human-centered support.
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Glossary

agent An agent in reinforcement learning is the entity that interacts with

the environment. It receives observations and rewards from the envi-

ronment, and selects actions to perform.. 25

deep neural network A Deep Neural Network (DNN) is an artificial neu-

ral network characterized by multiple layers between the input and

output layers. Each layer consists of interconnected neurons that apply

transformations to input data, enabling the network to learn complex

patterns and representations [LeCun et al., 2015].. 20

Lidar Odometry and Mapping (LOAM) Lidar Odometry and Mapping

(LOAM) [Zhang and Singh, 2014] involves using lidar data to estimate

a robot’s position and generate a map of the environment, critical for

precise navigation.. 22

localization Localization is the process of estimating a robot’s pose (posi-

tion and orientation) in a known map of the environment. It is a key

component of robot navigation.. 22

Machine Learning (ML) Machine learning is a field of artificial intelli-

gence that focuses on developing algorithms and models that can learn

from data and make predictions or decisions without being explicitly

programmed.. 25
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mapping Mapping is the process of creating a map of the environment

using sensor data. It is a key preliminary component of robot naviga-

tion.. 22

navigation stack A navigation stack is a set of software components that

work together to enable a robot to navigate in an environment. It typ-

ically includes components for localization, mapping, path planning,

and obstacle avoidance.. 54

obstacle avoidance Obstacle avoidance is the task of detecting and navi-

gating around obstacles in the environment to prevent collisions. It is

an essential aspect of robot navigation.. 88

path planning Path planning is the process of finding an optimal path

from a start to a goal location while avoiding obstacles in the environ-

ment. It is a key component of robot navigation.. 21

policy A policy in RL is a mapping from states to actions. It defines the

agent’s behavior in an environment, and can be seen as the agent’s

decision making strategy.. 25

Reinforcement Learning (RL) Reinforcement Learning (RL) is a type

of machine learning where an agent learns decision-making by interact-

ing with an environment. The agent receives feedback in the form of

rewards, and its goal is to learn a policy that maximizes the cumulative

reward over time [Sutton and Barto, 2018].. 25

reward A reward in RL is a scalar value that represents the feedback from

the environment to the agent. The agent’s goal is to maximize the

expected cumulative reward it receives over time.. 25
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simulation environment A simulation environment is a software-based

environment that simulates the dynamics of a real-world environment.

It is used for training and testing RL algorithms.. 28

social robot navigation Social robot navigation is the task of navigating

a robot in a social environment where it interacts with humans and

other robots. It requires the robot to learn social norms and conven-

tions to navigate e↵ectively. In this research, it is also referred to as

social navigation.. 19

state A state in RL is a representation of the agent’s environment at a

given time, encompassing all relevant information needed for decision-

making, such as positions, velocities, and sensory data.. 58

state estimation State estimation is the process of estimating the state

of a system based on sensor measurements and control inputs. In the

context of robot navigation, it refers to estimating the robot’s pose

and velocity.. 73

value A value (function) in RL is a function that estimates the expected

cumulative reward an agent can achieve from a given state or state-

action pair.. 27
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Chapter 1

Introduction

“Will robots replace humans?” This is a question I frequently encounter dur-

ing my morning Uber rides to the Mill-19 Robotic Research Center when

people learn about my research. Beneath this question lies widespread spec-

ulation about the future of robots. With the advent of advanced AI tech-

nologies like Large Language Models (LLM), there is a prevailing ambition

to develop AI-driven, autonomous robots to replace human workers, which

often evokes concerns about a jobless future. In response to this question,

my research investigates an alternative vision of robots and automation:

a human-centered approach. By human-centered, I mean more than just

a friendly stance toward existing human e↵orts. It critically envisions a

collaborative work paradigm where human work capabilities are practically

supported and enhanced by robots.

To substantiate this vision, this research targets the construction indus-

try, one of the world’s most challenging, labor-intensive, and least automated

sectors. Unlike manufacturing pipelines housed in organized factories, most

construction activities still occur on-site, with workers navigating bespoke

building requirements in complex environments. These manual practices

1



often involve significant physical strain and continued fatigue. Traditional

approaches to automating construction, which rely on replacing individual

manual tasks with single-purpose machines, face di�culties due to the di-

verse, improvisational, and complex nature of daily construction work.

This research challenges this conventional view of robots as human sur-

rogates, proposing instead a supportive integration of robotics into existing

construction workflows. Using a “research by prototyping” approach, the

study develops a reinforcement learning-driven robotic framework that en-

ables robots to adaptively integrate into the intricacies of the existing work-

flows, o↵ering nuanced assistance to workers rather than reconfiguring or

displacing them. Focusing on carpentry formwork as a representative con-

text, the framework is grounded in the social and material specificities of this

work practice. Developed in tight coupling with my role in the Rethinking

Automation in Construction (ReAC) group at Carnegie Mellon University

SoA’s Computational Design Laboratory, the framework aims for safe and

socially aware robot mobility around workers engaged in formwork instal-

lation, helping carry and deliver essential but heavy tools and materials in

close proximity. Key contributions of this research are (1) an RL-driven

“work companion robot” prototype, a physical realization of the framework,

for real construction environments, (2) a modular and lightweight robotic

system with tailored control and sensory packages, (3) an advanced percep-

tion architecture for navigating unstructured obstacles and detecting worker

activities, (4) a hierarchical motion planning stack that integrates RL-based

and search-based methods, and (5) a practical pipline of contextualized RL

finetuning for socially adaptive navigation around workers. The framework

is evaluated both in the lab and on an actual construction site to assess

its ability to provide practical, comfortable assistance, and lays a technical

foundation for future investigations into the broader algorithmic, ethical, so-

cial, and applicational aspects of robotically-supported collaborative work.
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An inherently interdisciplinary quest, this research intersects the study of

social robot navigation, reinforcement learning, and construction workflows.

It explores a human-centered perspective that previous computational de-

sign researchers have seldom emphasized in investigating how we build and

create physical spaces. The research designs and develops robotic technolo-

gies drawing from the “always-already” [Heidegger, 2010] social and material

characteristics of their daily work.

This research also taps into the rich body of existing and ongoing work in

human-centered AI [Shneiderman, 2022, Krishna et al., 2022], Human-Robot

Interaction (HRI) [Breazeal, 2004, Bethel and Murphy, 2010, Seaborn et al.,

2023], and embodied AI [Savva et al., 2019, Duan et al., 2022]. It contributes

to these broader research areas by showcasing sensitivity and consciousness

regarding the situational context of applying these technologies. Specifically,

the research demonstrates how the development of robotics and AI/ML tech-

nology can be grounded within and inspired by social and material insights

drawn from an in-depth study of the fabric of actual human work.

1.1 Research Question and Hypothesis Outline

Rather than replacing humans, how can advancements in RL and robotics

be leveraged to create robots that can adaptively support, accompany, and

assist workers in their existing labor-intensive workflows in on-site construc-

tion contexts?

In response to this research question, this research proposes that RL-

based social navigation methods can work in tandem with (1) robot system

design and hardware setup, (2) unstructured site perception and robot state

estimation, (3) worker detection and tracking, (4) e�cient and hierarchical

motion planning, and (5) contextualized fine-tuning of RL to collabora-
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tively support on-site construction workers and realize navigation comfort

and adaptability in e↵ective, measurable ways. Synthesized as an RL-driven

robotic framework, it should (1) be able to enable safe and fluent robot nav-

igation on an existing complex construction site, populated with busy work-

ers, (2) observe and adapt to workers’ movements and activities such that

close-range worker-robot interactions proceed with a level of social comfort,

and (3) be able to o↵er meaningful forms of live work assistance that are

helpful in a labor-intensive construction workflow.

1.2 Thesis Structure

The subsequent chapters are organized as follows. Chapter 2 reviews exist-

ing research and developments in construction robotics, socially-aware nav-

igation robots, and reinforcement learning. It identifies three major trends

in construction robotics: material-centric, design-centric, and robot-centric,

while also noting the emerging human-centric research trend. The chap-

ter then discusses the evolution and current state of socially-aware robot

navigation, covering key algorithms and necessary technical components.

Following this, it examines the role of reinforcement learning in advancing

construction robots, social robot navigation, and computational design. The

chapter concludes by situating the research within the context of carpentry

formwork.

Chapter 3 Hypothesis delves into the robot support scenario, the speci-

ficity of the site and materials, and the specific activities involved in form-

work installation 1. This context setting is crucial for understanding the

challenges and requirements for developing the supportive robotic frame-

1The analysis draws on ethnographic and qualitative studies conducted by the ReAC
Research Group, incorporating on-site recordings, worker interviews, and preliminary doc-
umentation of work patterns.
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work.

Chapter 4 Methods describes the comprehensive approach taken to de-

velop the robotic framework, including the design and development of the

robot hardware, methods for unstructured site mapping and robot state es-

timation, worker detection and tracking, hierarchical motion planning, and

the contextualized fine-tuning of reinforcement learning algorithms. This

chapter is essential for understanding how the research objectives are pur-

sued.

Chapter 5 Results presents the outcomes of the research, including the

final robot prototype, qualitative and quantitative evaluations conducted

both on a construction site and in the lab, and additional findings that

emerged from the research process.

Chapter 6 Reflection and Discussion provides critical reflections on the

technology design and development process through the lenses of the “who”,

the “what”, and the “how” in the research. It also examines the architecture

and system integration of the robot, discussing the challenges encountered in

both software and hardware development. Furthermore, this chapter delves

into the technical e↵ort required to adapt robot learning methods to specific

contexts and evaluates whether reinforcement learning e↵ectively addresses

these challenges.

Chapter 7 Conclusion and Future Work summarizes the research findings

and contributions, including robot hardware prototyping, unstructured site

perception, worker detection and tracking, hierarchical motion planning,

and contextualized RL training, and the implications and limitations of the

work. It also outlines potential directions for future research in “robotically-

supported collaborative work”.

The appendix includes a summarized transcript of the worker interviews,

5



providing further insights and data to support the research findings.
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Chapter 2

Background

Reflecting the interdisciplinary nature of this research, this chapter presents

a comprehensive review of the literature on three associated domains: con-

struction robotics, social mobile robots, and reinforcement learning. Major

trends and gaps in each of these domains are discussed in relation to this

research, highlighting inspiration from promising aspects while identifying

unaddressed challenges. The chapter is structured as follows: Section 2.1

provides an overview of construction robotics, highlighting key trends and

advancements in the field. Section 2.2 discusses the development of socially

aware navigation robots, also covering supplementary technical issues on the

detection and tracking of people, perception of surroundings, socially aware

local path planning, and simulation environments. Section 2.3 explores the

role of reinforcement learning in enabling adaptive robots, emphasizing its

potential applications and challenges in the aforementioned domains. Sec-

tion 2.4 provides context for carpentry formwork, outlining the workflow

and explaining why it was chosen as a task suitable for robotic support.

The chapter concludes with a summary of key insights and research gaps

identified in the literature review.
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2.1 Trends in Construction Robotics

The field of construction robotics has undergone continuous research over

the past decades [Bock, 2007, Xiao et al., 2022, Attalla et al., 2023], gaining

increased momentum with the recent surge in new computational methods

and tools. Although there are diverse approaches, demonstrations, applica-

tions, and impacts in this field, several predominant trends are observed,

especially in recent years’ research. These trends critically examine es-

sential elements in designing and creating physical spaces, including ma-

terials, robots/machines, design, and the growing focus on human factors.

Respectively, the following review categorizes and articulates these trends

as material-centric, robot-centric, design-centric, and the emerging human-

centric trend.

2.1.1 Material-Centric Trend

Since construction fundamentally involves the handling and structuring of

materials, some scholars in architecture and civil engineering adopt a material-

centric perspective towards robotic applications. This approach emphasizes

the characteristics of materials, viewing them “not as passive recipients of

form but as active sources of inspiration and creativity” [Menges, 2015].

This perspective has spurred the use of emerging computational methods,

tools, and robots for exploring the properties, expressions, and prototypes

of various materials. Within this research framework, robots are primarily

seen as agents for prototyping, valued for their ability to semi-autonomously

or autonomously handle complex and precise material tasks, some exceed-

ing traditional human craftsmanship. A notable representative of this trend

is Achim Menges and his research group at ICD Stuttgart, who advocate

for materiality as “an active generator of design and an adaptive agent of
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architectural performance” [Menges, 2015]. They have developed various

material systems, prototypes, and demonstrations using innovative robotic

technologies, significantly influencing peers in this research area.

For example, in Sean Ahlquist’s “textile hybrid structure” [Ahlquist

et al., 2013, Ahlquist and Menges, 2013, Ahlquist, 2015], computational

methods like experimental form-finding, spring-based simulation, and finite

element analysis are applied to physically examine the behaviors of force-

active membranes and elastic, thin rod combinations (Figure 2.1). Materials

such as open-web meshes, CNC knitted textiles, and fiberglass rebar rods

are used to showcase an expandable, balanced structural system.

Figure 2.1: The textile form structures by Sean Ahlquist [Ahlquist et al.,
2013, Ahlquist and Menges, 2013, Ahlquist, 2015], in which a series of com-
putational methods are applied towards a thin and delicate material expres-
sion.

Another example is the distributed robotic timber assembly system [Leder

et al., 2019, 2024], where a fleet of small, mobile robots demonstrates their

utility in forming a timber-beam material system (Figure 2.2). These robots

are designed specifically for the size and weight of timber beams and serve as

both material manipulators and parts of the timber framework joints. The

robots use low-cost servo motors for basic rotation and strut-grasping ac-

tions, acting as flexible and adjustable connectors for adjacent timber beams

in diverse connecting scenarios. This approach reformulates the construction

of complex, large-scale timber structures.
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Figure 2.2: The distributed timber framework by ICD Stuttgart [Leder et al.,
2024], an example of material-centric construction robotics.

Beyond these examples, similarly intended robotic applications are ob-

served in the experimentation and construction of various other materials,

including composite shell structures created through additive manufactur-

ing [Felbrich et al., 2018], long-span structures fabricated collectively by

industrial robot arms and UAVs [Felbrich, 2017], eroded stone structures

made with event-based robotic control [Micoli et al., 2018], and filament

structures installed by mobile robotic fabrication systems [Yablonina et al.,

2017]. Despite the diversity in robot types1 and computational techniques2,

the envisioned roles of robots are closely tied to the material forms and

features they are designed to build or produce.

The material-centric trend has indeed infused new inspiration into con-

struction robotics and computational design, highlighting the untapped po-

tential of materials and their physical attributes in the design and creation

of the built environment. However, this trend also raises questions about

the scalability, adaptability, and practicality of these material-centric sys-

tems in existing, real-world scenarios. The elegant artifacts created in these

research projects, often exhibited in art biennales, museums, galleries, or

as singular statues or pavilions, are still distant, if not disconnected, from

actual, messy, and commonplace construction sites and practices. The gap

1Such as drones, robotic arms, mobile ground robots, etc.
2Such as additive manufacturing, robotic manipulation, robotic navigation, etc.
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between lab-based material prototypes and on-site construction practices

remains a challenge to be addressed, necessitating further research to bridge

this divide.

2.1.2 Robot-Centric Trend

Another major trend in the robotics and construction community is robot-

centric. This trend primarily focuses on replacing labor with autonomous

robots, machines, and systems to enhance e�ciency and productivity. Robots

are thus envisioned as surrogates for humans, tasked with automating spe-

cific construction procedures or workflows with minimal human intervention.

Current research and application e↵orts are concentrated on tasks that are

repetitive, physically intense, but relatively less skillful, including robotic

spray painting [McAlorum et al., 2021, Ercan Jenny et al., 2022], brick-laying

[Bonwetsch, 2015, Fang et al., 2020], screed-leveling [Melenbrink et al., 2020,

Yang et al., 2021], masonry [Goessens et al., 2018], and concrete printing

[Borg Costanzi et al., 2018, Hahlbrock et al., 2022].

Among these robotic experiments, drones are often leveraged for their

mobility and flexibility in navigating construction sites. For instance, there

are studies leveraging drones for aerial surveying [Anwar et al., 2018], site in-

spection [Ashour et al., 2016], and material lifting and transportation [Choi

and Kim, 2019] in construction. In recent work by researchers from UCL

and UPenn, a swarm of drones is designed for collective, on-site 3D print-

ing of concrete [Zhang et al., 2022] (A in Figure 2.3). Inspired by bees,

each individual drone carries a small 3D printer, and collectively, they can

coordinate and print large-scale, complex-shaped concrete structures in a

distributed manner. A similar idea of a distributed drone system is also

explored in the ReAC group, where a scalable fleet of drones is targeted

for semi-autonomous bricklaying and spray-coating tasks, leveraging recent
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multi-agent reinforcement learning (MARL) algorithms for collision avoid-

ance and task coordination [Fang et al., 2020] (B in Figure 2.3). While

these drone systems are still in the experimental stage, they showcase the

potential of aerial robots in automating tasks that are traditionally labor-

intensive, time-consuming, or even infeasible for human workers. However,

drawing from the ReAC group’s firsthand experience, the futuristic image

of such multi-drone autonomy must, in fact, be sustained by an entire team

of human operators, engineers, and researchers, who are responsible for the

drones’ supply, maintenance, and safety control. These hidden yet critical

human e↵orts necessitate viewing the narrative of autonomous robots in

these cases as a complex interplay between human and machine.

Figure 2.3: Robotic drones for 3D concrete printing [Zhang et al., 2022] and
bricklaying [Fang et al., 2020].

Another significant area of research and application in the robot-centric

trend involves using robotic arms for contact-rich manipulation in construc-
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tion. These robots perform tasks requiring precise, dexterous, and adaptive

interactions with construction tools, materials, and equipment. For exam-

ple, researchers at ETH Zurich have extensively used robotic arms for timber

assembly, where robots are programmed or trained to semi-autonomously

perform joint assembly [Willmann et al., 2016, Thoma et al., 2019, Apoli-

narska et al., 2021] (Figure 2.4). This includes fundamental tasks such

as picking up a beam and placing it within an etching on another beam

[Apolinarska et al., 2021], or positioning it for workers to secure with nails.

Another notable project explores using robotic arms for on-site plasterwork

[Ercan Jenny et al., 2020], where a robotic arm is mounted on a mobile base

to enable continuous plastering along extended wall surfaces. This robotic

arm is equipped with a plaster nozzle and a vision system to monitor the

plastering process in real-time, ensuring consistency and quality.

These examples highlight the potential of robotic arms in automating

construction tasks by emulating certain human manipulation behaviors.

While promising, it is important to acknowledge that the scope and subtlety

of actual human assembly work cover more than a well-defined, atomic, joint

insertion task. Still taking timber assembly as an example, although the

robot can tighten the joint, it lacks the ability to handle nuances associated

with unexpected situations, make minor corrections, contingently fortify the

structure by adding a nail, adaptively trim and adjust the etches for better

joint fitness, or promptly conduct quality inspections—typical practices in

a human worker’s daily tasks. These often neglected nuances, a sense of

situational awareness, are crucial components of the rich and adaptive fab-

ric of actual human work, but are often overshadowed by the celebration of

success in one or two major robotic tasks.

Besides drones and robotic arms, other types of robots concerning field

mobility are also explored in the robot-centric trend. For instance, recent
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Figure 2.4: Tightening timber joints with robotic arms [Apolinarska et al.,
2021].

research by a team from ETH has developed an autonomous robotic exca-

vation system for building dry stone structures on site [Johns et al., 2023]

(left in Figure 2.5). This research modifies an o↵-the-shelf robotic excavator

with a multi-sensor suite of LiDARs and cameras, enabling the robot to

autonomously pick and place stones in a predefined pattern on an actual

construction site.

In the industry, BUILT Robotics in San Francisco leverages advances in

AI/ML to enhance existing large construction vehicles by developing AI/ML

powered autonomous upgrade kits [Built Robotics, 2024]. Boston Dynamics

has developed a series of mobile robots for construction related tasks, includ-

ing the Spot robot for site inspection [Halder et al., 2023] and the Stretch

robot for material handling [Ackerman, 2022]. Dusty Robotics has created

a robot for layout and surveying tasks on construction sites, aiming to im-

prove accuracy and e�ciency in these critical construction processes [Lau,

2020] (right in Figure 2.5). These initiatives underscore the growing interest

and investment in robot-centric research, reflecting the potential of robots

in transforming certain sectors of construction practices and workflows.

While the predominant robot-centric trend has seen a growing body

of interdisciplinary research and practical on-site applications, several un-

addressed concerns persist, particularly regarding the integration of these
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Figure 2.5: Field mobility robots for autonomous excavation [Johns et al.,
2023] and layout and surveying [Lau, 2020].

technologies into existing construction workflows and human work prac-

tices. Firstly, the current state of AI and robotics has not achieved the level

of expected autonomy and dexterity. Despite its promise, significant ef-

forts are required before highly adaptive, safe, and deployable autonomous

robotic dexterity in complex work environments like construction can be

realized. Secondly, construction sites, whether on-site or o↵-site, are inher-

ently more complex than standardized factories or organized warehouses.

They are bespoke and dynamic, constantly requiring manual, situational

and contingent improvisation. The repetitiveness of construction tasks does

not equate to the predictability and reproducibility of typical manufacturing

pipelines. Skillful, dexterous, and highly adaptive human work is an essen-

tial, always-already presence inherent to real-world construction. Overes-

timating robotic autonomy or oversimplifying human factors and roles in

existing realities risks misunderstanding the unique challenges of construc-

tion environments. In order to overcome these barriers, it is essential that we

candidly recognize the technical limitations, such as adaptability, error han-

dling, and customization, of solely relying on robotic systems to resolve all

construction challenges, and instead, factor in the underappreciated existing

human skills and practices.
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2.1.3 Design-Centric Trend

Contrasting with the material-centric and robot-centric trends, a distinct

group of researchers advocates a design-centric approach. Emphasizing the

intricate and customized nature of construction, this perspective priori-

tizes simplifying construction at its inception—the design—by developing

a new sets of building syntax [Retsin, 2019b]. The primary motivation is

to frame the issues in automating construction as a design challenge rather

than solely a technological hurdle, aggregating and merging complexities

associated with existing construction tasks through a simplified, redesigned

system. This approach also critically leverages robots, but more as execu-

tors of the syntax. Interdisciplinary methodologies from discrete geometry,

shape grammar, physical grammar, and design are employed to rethink the

fundamental systems of physical components in construction.

Representative of this trend, researchers from UCL Bartlett’s Design

Computation Lab propose modular, predefined building components and

their associated repetitive tectonic systems [Retsin, 2019a] (Figure 2.6).

This approach shifts customization from the traditional focus on blocks,

materials, procedures, or robots to the unique assembly of a set of stan-

dardized components. Some representative projects by the group, such as

the Unit 19 and Semblr projects, demonstrate the use of discrete automa-

tion frameworks to reimagine architectural scales and scenarios. The Semblr

project, led by Ivo Tedbury3, reconfigures Le Corbusier’s Maison Dom-Ino

using discrete parts, uniting design, material, robotics, and construction un-

der a novel syntax of spatial configuration. These discrete elements serve

both as material for participatory design and as modular units for robotic

end-e↵ectors. In the Chamfer project, connections between fragments are

organized in a matrix, showcasing the system’s capacity to accommodate

3A detailed visual account of the project is accessible here: https://www.tedbury.co.
uk/semblr
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complexity and variation [Claypool, 2019]. While these conceptual proto-

types are primarily demonstrated at smaller scales in labs or through manual

student construction, their potential remains significant [Retsin, 2019b].

Figure 2.6: Design-centric research in construction robotics, fea-
turing representative installations by Gilles Retsin from UCL
Bartlett [Retsin, 2019b]. Image credit: Gilles Retsin in-
terview, DesignWanted, source: https://designwanted.com/

gilles-retsin-interview/ (left), and Real Virtuality, Gilles Retsin
Architecture, source: https://parametric-architecture.com/

real-virtuality-gilles-retsin-architecture/ (right).

Despite its innovative and reformative outlook, the design-centric trend

still faces challenges in real-world application, particularly concerning how

the proposed building syntax can be introduced and integrated into existing

and established construction conventions and practices. It remains ques-

tionable whether the limited set of lab-curated, predefined building parts

can be broadly accepted in diverse real-world scenarios and whether it has

the capability to handle the various bespoke needs present in the real world.

Additionally, it is uncertain whether such a simplified building syntax might

restrict spatial creativity, making certain building options infeasible due to

the limitations of the proposed syntax. Lastly, while the assumption that

design simplification may lead to fewer construction links, the practical chal-

lenges of robotically realizing the intended syntax at a real-world building

scale present unaddressed complexities and challenges.
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2.1.4 The Emerging Human-Centric Trend

Aside from the previously mentioned trends, a human-centric trend in con-

struction robotics is emerging. This trend acknowledges the unique capabili-

ties of both humans and robots, aiming to leverage their respective strengths

to enhance construction processes. Unlike the robot-centric trend, which fo-

cuses on replacing human labor with autonomous robots, the human-centric

trend aims to directly augment human capabilities through recent robotic

technologies.

For instance, one aspect of this trend involves developing exoskeleton

systems to enhance human’s physical capabilities and reduce the risk of

injury [Cho et al., 2018]. Researchers at Harvard’s Wyss Institute have

developed a soft exosuit that reduces the metabolic cost of walking and

running, enabling workers to carry heavy loads with less e↵ort [Nuckols et al.,

2021] (left in Figure 2.7). This exosuit is designed to be lightweight, flexible,

and comfortable, allowing workers to move freely while providing necessary

support. Matsubara et. al at Kyoto University and Nara Institute of Science

and Technology contributed to this theme of research by leveraging direct

physical user interface to achieve more comfortable and safe soft acuator

models and movement assistance [Hamaya et al., 2021]. In these examples,

exoskeletons commonly are designed through a combination of soft materials

and actuators to provide support during physically demanding tasks.

Besides augmenting workers’ physical capabilities, some research ex-

plores how robots can assist workers in performing complex, skillful tasks

through various interfaces. For example, researchers at Stanford University

have developed a haptic/UI robotic system that assists workers in manual

tasks such as welding and joint sealing [Brosque et al., 2021] (right in Fig-

ure 2.7), reducing physical strain and cognitive load. The system uses a

combination of computer vision, machine learning, and robotic manipula-
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tion to guide workers in conducting skillful tasks accurately and e�ciently.

Figure 2.7: Examples of human-centric research in enhancing physical work
capabilities, including exoskeletons [Nuckols et al., 2021] (left) and haptic/UI
robotic systems [Brosque et al., 2021] (right).

This research sits in and aligns with the human-centric trend. However,

rather than depending on explicit interfaces or reconfiguring existing con-

struction workflows, it focuses on developing social robots that integrate

into current workflows, providing semi-autonomous or autonomous support.

The objective is to create robotic systems that assist human workers, in-

stead of fundamentally changing their established practices. This approach

recognizes the distinct capabilities of both humans and robots, aiming to

harness their combined strengths to improve construction processes.

2.2 Developing Socially-Aware Navigation Robots

In the realm of robotics, there is a growing focus on developing mobile

robots capable of operating in human-populated environments. This field,

commonly referred to as social robot navigation, has evolved considerably

over the past decades [Mavrogiannis et al., 2021]. Initially exemplified by

museum-guiding robots like RHINO [Burgard et al., 1999] and MINERVA

[Thrun et al., 1999], the field has transitioned from viewing people merely

as dynamic obstacles to considering them as active, behaviorally responsive
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agents. Robots’ abilities have also progressed from basic collision avoidance

to encompassing a broader understanding of social norms and behaviors.

Current expectations for robots include avoiding disruption of social groups

[Katyal et al., 2022], approaching individuals in a non-intrusive and courte-

ous manner [Kato et al., 2015], and respecting personal space in a human-

like fashion [Torta et al., 2013, Montesdeoca et al., 2017]. The practical

application of these developments spans various sectors, including Ambient

Assistive Living (AAL) for the elderly [Calderita et al., 2020], public space

delivery and services [Kannan et al., 2021], and interactive therapy and ed-

ucation for children [Calderita et al., 2014, Escobar-Planas et al., 2022].

Recent developments, especially in Reinforcement Learning (RL), have

significantly expanded the research possibilities in this field. Notable con-

tributions from MIT researchers Chen and Everrett, like SA-CADRL [Chen

et al., 2017] and GA3C-CADRL [Everett et al., 2018], have opened up

promising research directions. By framing the decision of the robot’s next

action as a Markov Decision Process (MDP) with observable states and

a reward function, deep reinforcement learning has proven e↵ective in en-

abling robots to predict and respond adaptively to dynamic human activi-

ties, even in dense crowds. Subsequent studies have expanded this research

by employing various recent deep neural network architectures and address-

ing specific aspects of social awareness and compliance. For instance, re-

searchers from UIUC leveraged a decentralized structural-Recurrent Neural

Network (DS-RNN) architecture to investigate the spatial and temporal de-

pendencies of human trajectories in crowded environments [Liu et al., 2021].

Another group of researchers from Stanford University and Berkeley pro-

posed a novel pipeline accentuating the dynamic relational reasoning among

multiple agents [Li et al., 2024].

Despite the promising results these studies have shown in tackling in-
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creasingly dense human crowds and complex social interactions, several in-

herent limitations arise when applying these methods to cluttered, popu-

lated work environments. Firstly, these studies often assume a relatively

open, uncluttered environment, such as open squares, wide corridors, or

empty classrooms, where the robot’s primary goal is to navigate smoothly

and e�ciently through the crowd. This assumption is closely related to the

initial research intent of developing robots to navigate in densely crowded

public spaces. However, to my knowledge, the performance of these meth-

ods in cluttered indoor construction site settings has not yet been examined.

Secondly, due to the inherent assumption of viewing people mostly as goal-

reaching individuals or grouped pedestrians, the behavioral norms of these

agents in testing these algorithms are largely monolithic. When applied to a

work environment, there is an additional layer of contextual work dynamics

and social norms displayed by workers. The contextual layer is highly associ-

ated with work activities, roles, and contents. This domain di↵erence is less

explored in the current research landscape yet is a critical, real-world chal-

lenge when developing socially aware companion robots for active workers.

Addressing such distinctions and challenges requires not just a single algo-

rithmic e↵ort but an entire framework and pipeline, including systematic

customization and redesign of experiment setups, data collection, algorith-

mic alignment and fine-tuning, and context-specific evaluation metrics.

With these prospects and limitations of the key algorithmic advances

in social robot navigation as backbone, the following sections cover some

supplementary technical aspects in practically and physically developing so-

cially aware navigation robots. Unlike testing an algorithm in a symbolic

simulator, where the input of human and robot states is easily supplied by

numeric calculations, developing physical robots that can showcase social

awareness among people in the real world also requires capabilities like site

perception, people detection and tracking, and hierarchical path planning.
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While these capabilities are less mentioned and often assumed to be a basic

prior in social navigation research, they involve significant engineering ef-

forts and present unique challenges in particularly cluttered, dynamic, and

human-populated work environments.

2.2.1 Site Perception

For the robot to reach a goal position, it must first perceive its environment.

This involves two key processes: mapping and localization. The mapping

process involves reconstructing a representation of the environment, whereas

localization determines the robot’s real-time position within the map. In the

context of social navigation, the robot must perceive not only the physical

layout of the environment but also the presence and movement of people

within it. In simpler environments, such as spacious and structurally static

areas, this can often be addressed using 2D scan-based methods and toolkits

like gmapping and AMCL. However, as the environment becomes geomet-

rically complex and non-stationary, the challenges of both mapping and lo-

calization increase. Consequently, methods leveraging various sensors, such

as cameras, LiDAR, and depth sensors, emerge to provide the robot with a

comprehensive understanding of its surroundings.

Recent advancements in SLAM (Simultaneous Localization and Map-

ping) algorithms have enabled robots to create detailed maps of their envi-

ronment in real-time, allowing them to navigate autonomously and adapt

to changes. For instance, Lidar Odometry and Mapping (LOAM) [Zhang

and Singh, 2014] and its successive methods [Shan and Englot, 2018, Shan

et al., 2020] leverage the dynamic matching of point clouds to create detailed

3D maps of the environment, while enabling robots to localize themselves

by providing high-quality odometry estimates in complex, cluttered envi-

ronments. Visual SLAM methods, such as ORB-SLAM [Mur-Artal et al.,
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2015] and its successors [Mur-Artal and Tardós, 2017, Campos et al., 2021],

o↵er an alternative approach to mapping and localization by using visual

features extracted from camera images. These methods have been success-

fully applied in various robotic applications, including autonomous driving,

warehouse automation, and service robots. However, the challenges of map-

ping and localization in dynamic, cluttered environments like construction

sites remain a significant area of research, requiring further investigation to

develop robust and reliable solutions.

2.2.2 Detection and Tracking of People

Another critical capability of socially aware robots is the detection and

tracking of people within their operating environment. Depending on the

characteristics of the context and the choices of hardware, various sensors

can be used for this purpose, including cameras, LiDAR, depth sensors,

and thermal sensors. Primarily, LiDAR-based and camera-based methods

leveraging various computer vision techniques and deep learning algorithms

have shown promising results in detecting and tracking people in real-time.

For instance, YOLO (You Only Look Once) [Redmon et al., 2016, Jiang

et al., 2022, Wang et al., 2023] is a popular vision-based deep learning model

used for real-time object detection, including people, in images and videos.

YOLO’s single-stage detection approach enables fast and e�cient detection

of people, making it suitable for real-time applications. PointPillars [Lang

et al., 2019] and PointNet [Qi et al., 2017] are examples of LiDAR-based deep

learning models used for 3D people detection, in point cloud data. There

are also hybrid methods that combine multimodal information from mul-

tiple sensors to improve detection accuracy and robustness. For instance,

researchers at MIT have developed a multimodal fusion model, BEVFusion,

that combines camera and LiDAR data to synthetically detect and track
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objects in bird-eye-view [Liu et al., 2023].

In addition to detection, tracking people across multiple time frames is

essential for maintaining a consistent understanding of their movements and

interactions. Tracking algorithms, such as Kalman filters [Welch et al., 1995]

and Particle filters [Arulampalam et al., 2002], have been widely used for

this purpose. However, recent advancements in deep learning have led to the

development of deep learning-based tracking algorithms that o↵er improved

accuracy and robustness. For instance, Deep SORT (Simple Online and

Realtime Tracking) [Wojke et al., 2017] is a deep learning-based tracking al-

gorithm that combines object detection and tracking to maintain consistent

tracks of people across multiple frames. Similarly, FairMOT (Fair Multiple

Object Tracking) [Zhang et al., 2021] is a deep learning-based tracking algo-

rithm that leverages a combination of object detection and re-identification

to track people in crowded scenes. These algorithms have shown promising

results in tracking people in complex, cluttered environments, particularly

with a certain degree of occlusions.

2.2.3 Path Planning

While social robot navigation primarily focuses on local path planning in

human-populated environments, the global path planning stage, which de-

termines the robot’s optimal path from its current position to the goal po-

sition, especially over long distances, is equally crucial for ensuring overall

safe and e�cient navigation. In the context of construction sites, global

path planning presents unique challenges due to the dynamic nature of the

environment, the presence of obstacles, and the need to avoid disrupting on-

going construction activities. Traditional path planning algorithms, such as

A* [Hart et al., 1968] and Dijkstra [Dijkstra, 2022], although e�cient, often

struggle in dynamic environments or when human workers are present.
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Recent advancements in global path planning algorithms, such as RRT*

[Karaman and Frazzoli, 2011] and RRT-Connect [Ku↵ner and LaValle, 2000],

have shown promise in addressing these challenges by leveraging proba-

bilistic sampling and tree-based search techniques to e�ciently explore the

robot’s configuration space and generate collision-free paths to the goal po-

sition. Beyond the e�ciency of these algorithms, integrating the global path

planning algorithm with the local path planning algorithm poses additional

challenges. Key concerns in this integration include the mechanism of dis-

cretizing and sampling the action space, how such discretization may a↵ect

subsequent probabilistic methods, and the real-time computational acceler-

ation of the overall path planning pipeline. This requires a deep understand-

ing of the assumptions and priors of these algorithms, going beyond simply

comparing standalone navigation performance. It is essential to ensure the

appropriate integration of the two stages of path planning.

2.3 Reinforcement Learning for Adaptive Robots

The role of artificial intelligence (AI), specifically Reinforcement Learning

(RL), is crucial in the evolving landscape of robotics and machine learning.

RL, a subset of AI and Machine Learning (ML), focuses on how agent learns

to act in an environment by maximizing a cumulative reward [Sutton and

Barto, 2018]. This learning paradigm, distinct from traditional methods

like expert-supervised solutions or hand-crafted models, involves the agent

developing an adaptive decision-making policy through trial-and-error inter-

actions within their environment [Sutton and Barto, 2018]. The advent of

Deep Reinforcement Learning (DRL), exemplified by its success in AlphaGo

[Silver et al., 2017] and Atari player [Mnih et al., 2013], has sparked growing

interest in applying RL to a variety of robotic control tasks. These tasks

include contact-rich manipulation [Wu et al., 2021, 2022, Elguea-Aguinaco

25



et al., 2023], humanoid bipedal walking [Rodriguez and Behnke, 2021, Li

et al., 2021], autonomous car driving [Sallab et al., 2017, Kiran et al., 2021],

and drone flight control [Song et al., 2021, Fang et al., 2020, Kaufmann et al.,

2023]. RL’s suitability for these tasks stems from the dynamic and complex

nature of real-world robotic behaviors, which often defy explicit modeling

or detailed manual scripting.

2.3.1 Reinforcement Learning in Construction Robotics

Recently, RL’s applicability has extended to the construction sector [Del-

gado and Oyedele, 2022]. For example, in the ReAC group, we proposed a

distributed multi-drone framework using multi-agent reinforcement learning

methods for semi-autonomously performing collective tasks such as brick-

laying and spray coating [Fang et al., 2020]. Researchers from ETH uti-

lized a distributed RL method to automate the timber joint assembly task

[Apolinarska et al., 2021]. Based on state input extracted from real-time

force/torque and camera data, the method trains a policy to enable adap-

tive insertion between two etched beams. However, a common character-

istic in these examples is the primary interaction of robots with materials

or other robots, largely overlooking the coexistence of human workers in

the same environment. For instance, in our multi-drone research, the group

specifically developed a system shutdown protocol for occasions of human

interventions and supplies, where workers may need to enter the drone’s op-

eration space. Consequently, RL’s adaptability has been mainly harnessed

to improve robot-material and robot-robot proficiency and dexterity, leaving

its potential for on-site mobility among workers, an actual and realistic pres-

ence, a largely untapped area of investigation. This observation highlights a

significant yet underexplored area: the application of RL for adaptive robot

mobility in real-world dynamic construction environments, specifically those
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actively occupied by busy workers.

2.3.2 Di↵erent Types of RL Algorithms

To meaningfully delve into the technical aspects of RL, an overview of var-

ious RL algorithms is provided here. While there are multiple ways and

dimensions to categorize RL algorithms, this review primarily focuses on

the categorization relevant to this research: value-based, policy-based, and

actor-critic methods.

Di↵erent categories of RL algorithms have their unique strengths and

weaknesses in practice, making them suitable for di↵erent types of problems

and environments. Value-based methods, such as Q-learning [Watkins and

Dayan, 1992] and Deep Q-Networks (DQN) [Mnih et al., 2013], estimate the

value of taking a particular action in a given state. Policy-based methods,

such as REINFORCE [Williams, 1992] and Proximal Policy Optimization

(PPO) [Schulman et al., 2017], directly learn a policy, a probabilistic func-

tion, that maps states to actions. Actor-critic methods, such as DDPG

[Lillicrap et al., 2015] and TD3 [Fujimoto et al., 2018], combine the ad-

vantages of both value-based and policy-based methods by learning both a

policy and a value function.

The previously mentioned group of social robot navigation algorithms

commonly leverages value-based or actor-critic RL algorithms. This choice

is related to the nature of the problem and the use of discrete action spaces.

Rather than having the RL algorithm directly output an action from a

continuous action space, the RL algorithm ranks and selects from a finite

set of actions. This seemingly minor distinction, in practice, can a↵ect the

robustness of the robot’s performance. This setting, in turn, is particularly

suitable for employing value-based methods, where the robot can choose the
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action with the highest value. Compared to policy-based methods, value-

based methods are also less sensitive to hyperparameters, which further

contributes to stability. In this research, the mechanism of ranking among

discrete action spaces o↵ers an additional advantage when working with

other layers of robot path planning, where the discretization and sampling

of the action space is a common practice.

2.3.3 Simulation Environment for RL

A critical link in training and developing RL algorithms for robotic ap-

plications is the simulation environment. Simulators provide a controlled,

safe, and scalable virtual platform for training and testing RL algorithms

before deploying them in the real world. In the domain of social robot

navigation, e↵orts have been made to develop various training and evalu-

ation utilities. As a starting point, researchers from MIT developed the

gym-collision-avoidance environment (GCA) [Chen et al., 2017], which

captures dynamic agents as symbolic circles and o↵ers a preliminary set

of policies to simulate di↵erent kinds of collision avoidance behaviors. Ex-

tending this e↵ort, researchers from CMU further enriched the simulation

environment with more diverse and customizable options, enabling more

flexibility to experiment with various agent behavioral policies [Shum et al.,

2022]. While both environments primarily leverage the TensorFlow [Abadi

et al., 2015] libraries, later e↵orts of CrowdNav [Chen et al., 2019] redevel-

oped a similar software utility using PyTorch [Paszke et al., 2019], making

it more succinct, modular, and accessible. Seemingly simplistic and visu-

ally abstract, these simulation environments provide a solid foundation for

training and evaluating algorithms with a focus on diverse agent behaviors

and policies.

In addition to these symbolic and abstract simulation environments,
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there are also more photorealistic 3D environments. NVIDIA Omniverse

Isaac [NVIDIA, 2023] and Unity ML-Agents [Juliani et al., 2018] are general-

purpose 3D simulation platforms that include a variety of assets for intuitive

GUI customization. However, creating a simulation environment leveraging

these platforms that can capture the desired characteristics of this research

is an ambitious undertaking. While these platforms o↵er rich libraries of

static assets, animating them in a lifelike, contextually detailed fashion re-

mains a challenge. Additionally, there are certain software bottlenecks in

the current versions of these platforms, and the room for deep customization

underneath the hood is limited.

For more dedicated 3D environments, researchers from Yale Univer-

sity have open-sourced two versions of SEAN (Social Environment for Au-

tonomous Navigation) [Tsoi et al., 2020, 2022], a photorealistic environment

that combines 3D scene objects, human avatar meshes, and available sets

of algorithms deployable to the avatars. SEAN o↵ers a useful benchmark-

ing platform for evaluating algorithm performance in more realistic and

visually appealing scenarios, particularly for recent endeavors in end-to-

end technical stacks and methods. However, the available scenarios do not

currently include construction sites, and the customization of more sophis-

ticated avatar behaviors is a significant technical barrier. For representing

the context-specific nuances of worker activities, described in more detail in

later chapters, 2D symbolic environments are surprisingly more adaptable

and e↵ective than currently available 3D environments.

As a summary of this chapter, several key insights emerge. Firstly,

the current landscape of construction robotics encompasses multiple trends,

such as material-centric, robot-centric, and design-centric approaches. The

emerging human-centric trend, in particular, underscores the importance of

considering human factors in the development of robotic systems for real-
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world construction work. Secondly, with advances in social robot navigation,

there is a growing body of research in key algorithms and supplementary

technical aspects, such as site perception, people detection and tracking, and

hierarchical path planning. These advancements provide a promising foun-

dation for developing socially aware work companion robots in existing hu-

man workplaces, particularly in construction contexts, where this approach

remains unexplored. Thirdly, ongoing research in Reinforcement Learning

(RL) for adaptive robots, although previously focused on construction tasks

involving materials or other robots, presents a unique advantage for en-

abling adaptive robot navigation in worker-robot interactions and on-site

navigation among workers. These insights collectively profile and locate a

promising yet challenging landscape for this research, which will be detailed

in the following chapters.

2.4 Context of Carpentry Formwork

In this section, I elucidate the process of carpentry formwork observed dur-

ing the rough carpentry stage on-site, establishing the grounding context

for this research. The descriptions and insights draw and extend from a

concurrent qualitative site study conducted by the ReAC research group4.

This study spanned a 15-week observation period at a multi-level building,

where research group members employed ethnographic methods to quali-

tatively document and analyze eleven construction tasks identified within

what is often referred to as the “rough carpentry stage”. Leveraging critical

insights from these tasks, my colleagues and I explored potential robotic

support capabilities and functions, considering both qualitative and tech-

nical aspects. Our focus was on (1) identifying fundamental functionality

4A detailed discussion of the qualitative aspects of this study can be found in Emek
Erdolu’s PhD dissertation Erdolu [2024].
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challenges, (2) enhancing human-robot interaction, and (3) aligning with

our group’s technical capabilities. Throughout our discussions, certain ac-

tivities and support opportunities were deemed unsuitable. For instance,

we decided against pursuing floor cleaning in fireproofing, because exten-

sive e↵orts will inevitably be devoted to developing a debris removal and

suction robotic hardware system, away from the focus of human-robot in-

teraction itself. We also discarded the idea of robotic support for spray

coating due to the inherent requirement for the robot to operate at varying

heights with continuous paint supplies, a capability beyond the reach of our

current robotic resources.

The group discussion and analysis ultimately pinpoint carpentry form-

work (Figure 2.8) as a work activity potentially well-suited for robotic sup-

port, based on three primary insights. First, the workflow is inherently col-

laborative, with two workers frequently cooperating and exchanging tasks.

This provides an opportunity for studying the dynamics of labor-intensive

human work, particularly how robots can integrate into such interactions.

Second, the demands of tool/material transportation are notably high, al-

though often overlooked by workers who assume this physical strain is inte-

gral to the job. This qualitative observation of frequent heavy load bearing

across the site is also substantiated by statistics gathered from site observa-

tion. Third, compared to precision-oriented tasks like welding or painting,

the facilitative tool/material supply task in this workflow is more forgiving

in terms of precision requirements. Instead, it focuses on other aspects of

human-robot interaction, such as social awareness and comfort around work-

ers. This allows for a more relaxed and adaptable robotic support system,

enabling the research to focus on the aspiring human work fabrics itself,

rather than strictly on improving a specific robotic task’s precision. These

insights, combined with the potential for a significant impact on workplace

safety and workflow fluency, lead to the selection of carpentry formwork as
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the specific context of this research.

In more depth, carpentry formwork is an essential process that precedes

concrete pouring in on-site construction. It mostly involves a two-person

team working together to install panels around tied rebar cages, creating

the external molds required for concrete structures. The activities observed

by our research group predominantly involved setting up aluminum panels

to form a future concrete wall. For consistency within discussions and doc-

umentation, I refer to the primary worker as Worker A and the assistant

as Worker B, aligning with the terminology used by our group. Worker A’s

primary responsibility is installing mold panels at specific locations using

various tools and hardware. Worker B plays a supportive role, handling all

preparatory tasks such as arranging the necessary panels, hardware, and

tools for Worker A (see Figure 3.1, Figure 3.5 and Figure 3.6). A significant

portion of Worker B’s tasks involves the frequent transportation of tools

and hardware to the current work zone from either a central workbench or

another work zone. As observed by my colleague Erdolu [2024], there are in-

stances when Worker B may need to make up to around 19 trips of 15⇠20m

within an hour to support the workflow. This intensive and frequent move-

ment, as well as the physical demand of carrying heavy loads of tools and

hardware, highlight prime opportunities for integrating a navigation robot

to serve as an additional assistant in the process.

Parallel to the selection of carpentry formwork as the research context

and based on preliminary findings and discussions, the group identified un-

manned ground vehicles (UGVs) as the primary type of robot, as opposed

to drones or fixed robotic arms. While the robot base and model are ac-

tively iterated upon (see Chapter 4 for detailed iterations of the robot base

and chassis) and robot support scenarios are being developed, the candidate

scenarios and functions inevitably require some degree of on-site mobility,
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Figure 2.8: Carpentry formwork activities observed on-site. Image credit:
ReAC Research Group, 2022, diagram and photo by Emek Erdolu Erdolu
[2024].
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load-bearing, and navigation-related features operable on a rough flat sur-

face. These features fit the profile of a mid-sized, rover-like UGV 5. Conse-

quently, this choice also influenced the development of the envisioned sup-

port scenarios, particularly concerning the technical capabilities this type of

robot may be customized to perform.

In the upcoming discussion, I will explore the potential robot support

scenarios and functions that have emerged from the observed opportuni-

ties. With the envisioned robotic support in mind, the context of car-

pentry formwork will be scrutinized from two perspectives: (1) site and

material, and (2) work activities. Building upon the qualitative research

conducted by the ReAC research group, my analysis extends this e↵ort by

approaching it through a technical lens with a focus on robot navigation.

The distinct specificity of carpentry formwork is insightfully brought to the

forefront and emphasized via methods of decomposition, abstraction, and

categorization. This approach not only facilitates a deeper understanding of

material-specific and behavior-specific challenges but also lays the ground-

work for identifying high-level, complex technical di�culties introduced by

these context-specific nuances. Overall, this analysis clarifies the critical ra-

tionale behind the technical decisions documented in the ensuing chapters.

5This finding was reached after testing di↵erent platfoms, and was also influenced by
their availability to the research group.

34



Chapter 3

Hypothesis

This research proposes that Reinforcement Learning (RL)-based social nav-

igation methods, when adapted and integrated into a comprehensive robotic

framework, can e↵ectively support on-site construction workers by enabling

safe, adaptable, and socially aware robot delivery and companion functions.

However, rather than simply applying and merging existing social navigation

algorithms, this research must also address the unique social and material

aspects of workers’ activities and work environments, which di↵er signifi-

cantly from the assumptions made in previous social navigation studies. A

key technical challenge lies in developing an algorithmic methodology that

not only leverages advancements in existing research but also systematically

addresses the navigation challenges specific to this context. In more detail,

the hypothesis is grounded in tackling the following sub-technical challenges:

• Mid-Distance Robot Navigation on Complex and Populated

Construction Sites: The hypothesis posits that RL-driven hierar-

chical motion planning, when combined with a robust robot design and

hardware setup, can achieve safe and e�cient navigation on construc-

tion sites characterized by dynamic environments and obstacles. The
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system must accommodate the unpredictability and clutter inherent

to these sites while maintaining stable navigation paths.

• Accurate Profiling and Mapping of Unstructured Site Condi-

tions: facilitating adaptive robot behavior, the framework must em-

ploy advanced unstructured site perception and robot state estimation

techniques. These methods are hypothesized to enable real-time, ac-

curate mapping and profiling of the construction environment, which

is essential for robot localization and navigation.

• Real-Time Detection and Interpretation of Worker Activi-

ties: This research further hypothesizes that an integrated worker

detection and tracking pipeline, utilizing a customized combination of

sensors and computer vision methods, will enable the robot to detect

and interpret worker activities and movements in real-time. This ca-

pability is crucial for accurately providing and estimating the state

information of nearby human workers’ trajectories. Such ability to

distinguish and track workers in a complex work environment forms a

critical foundation for e↵ective robot assistance, enabling prompt nav-

igation responses when human workers enter the robot’s operational

vicinity.

• Adaptive and Socially Aware Robot Navigation and Interac-

tion: By integrating the aforementioned software components into a

cohesive RL-driven robotic framework, the system will also undergo

contextual algorithm fine-tuning to account for the uncertainty and

variability of worker activities highlighted in this research. The goal is

to provide comfortable, tangible, and adaptive assistance tailored to

the specific needs and realities of the observed group of workers. The

hypothesis posits that the robot will be capable of navigating safely

and comfortably around workers in close proximity, o↵ering support
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through functions such as sending, summoning, and accompaniment

(discussed in more detail in later sections).

• Physical Robot Design and Prototyping: The hypothesis impor-

tantly includes the development of a physical robot prototype capa-

ble of carrying tools and hardware, incorporating various sensors and

onboard computing, being safe to operate around workers, and main-

taining a stable structure for robust navigation on rough, flat surfaces.

The robot design will be informed by the specific site and material con-

ditions, as well as the above algorithmic and technical requirements.

The robot prototype acts as a physical realization of the framework

and serves as a testbed for evaluating the proposed robotic support

functions, both in a lab setting and on real construction sites.

3.1 The Robot Support Scenario

Through iterative discussion and brainstorming, our group identifies two

principal robotic support scenarios aimed at mitigating the burdens associ-

ated with site traversal and the physical demands of transporting materials.

These discussions, which mostly take place in the initial stages of technical

development, ultimately lead to the definition of three essential robotic sup-

port functions: send, summon, and accompany. The primary objective

behind the proposed scenarios and functions is to reduce the physical strain

on Worker B, thereby allowing him to focus on his primary task of panel

preparation—a crucial and detailed task critical to the carpentry formwork

process. These functions, detailed below and illustrated in Figure 3.1, in-

clude:

• Sending (see Figure 3.1): This function is utilized when tools or

hardware are needed from a distant location, such as a central work-
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Figure 3.1: Robot support scenarios and functions: sending, summoning,
and accompanying [Wu et al., 2024b].
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bench. Rather than halting ongoing tasks, Worker B can command

the robot to autonomously fetch the required tools or materials using

a handheld device. The robot navigates to the workbench, where a

designated worker managing site tools prepares and loads the robot

with the necessary items. The robot then delivers the items directly to

Worker B, allowing for seamless continuation of the panel preparation

process without disrupting workflow.

• Summoning (see Figure 3.1): When specific tools or materials are

needed at the work zone, Worker B can summon the robot back to

their location after it has been sent to retrieve items. With a simple

command, the robot promptly returns to the work zone, delivering

the required items. This function enhances the e�ciency of the work-

flow by minimizing downtime and ensuring timely delivery without

requiring Worker B to leave the task at hand.

• Accompanying (see Figure 3.1): In this function, the robot serves as

a mobile support unit, akin to an intelligent tool cart that accompanies

workers as they move between work zones. This feature is particularly

valuable during transitions between tasks or locations, as it reduces the

need for workers to manually carry heavy tools or materials. The robot

follows and stays in close proximity to workers, providing continuous

support as they progress through di↵erent stages of the work process.

The proposed functions and scenarios demonstrate a strategic approach

to integrating robotic support within the existing carpentry formwork pro-

cess, with a focus on enhancing worker safety and comfort while reducing

repetitive physical strain. Rather than displacing human roles, these auxil-

iary supports are designed to complement the workforce by taking on phys-

ically demanding, peripheral tasks. This approach allows carpentry workers

to concentrate on the more skilled aspects of their work, fostering a work
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environment where the robot’s capabilities are aimed at supporting, not

replacing, human e↵orts.

3.2 Specificity of site and material

While the group’s robot base availability and capability influenced the se-

lection of the site—primarily flat but cluttered rough indoor surfaces—the

realization of the envisioned robotic support necessitates a more thorough

understanding of the physical environment in which the robot will oper-

ate. Identifying the specific physical conditions relevant to robot navigation

is essential and will provide critical guidance for future technical decisions

concerning robot sensing and planning. In addition to understanding the

site conditions and objects, it is imperative to closely examine the tools and

hardware that carpentry workers commonly transport between the work-

bench and their work zones. Estimations of the weight and dimensions of

these items will considerably impact decisions related to the robot’s tool

container and its space and load capacity.

3.2.1 Site Objects and Conditions

Construction sites during the hand-detailing and interior installation phase

are notably messy and cluttered, in stark contrast to the well-arranged

and organized settings found in other manufacturing environments. Inte-

rior walls and structures stand bare and incomplete. Materials, tools, and

machinery related to the work are dispersed and piled within work zones for

convenience and temporary access. Dust, debris, and residues from ongo-

ing activities accumulate on the floor, awaiting subsequent cleanup. Amidst

this complexity, I aim to categorize the various objects by examining and
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analyzing time-lapse camera footage1. The focus of the investigation is on

areas pertinent to carpentry formwork activities. This chiefly encompasses

the linearly arranged work zones adjacent to the target formwork wall, the

workbench area, and the intermediary spaces through which the robot is

expected to navigate frequently. I group the objects in this area into four

categories, with an emphasis on their 3D geometric features. Recognizing

the unique attributes of each category will aid in the development of tai-

lored technical solutions and o↵er a practical guideline for later conducting

physical experiments in a laboratory sandbox environment.

• Category I - Low, Temporary, Shape-Varying Objects: This

category encompasses items such as (1) temporary material piles, (2)

hand tools left on the ground, (3) material wastes and large residues

from ongoing work, (4) wires, cables, and extension sockets for elec-

tric tools, and (5) poles, warning signs, and temporarily positioned

long timber for delineating areas. These objects, frequently scattered

and irregularly positioned, present a navigation challenge due to their

highly transient nature and the low-lying, small-scale, fragmented ge-

ometric shapes they possess.

• Category II - Low to Medium Height, Bulky Objects: This

category includes objects such as (1) large trash bins, (2) stacked

boxes, (3) material piles stacked on wooden pallets, and (4) contain-

ers. Throughout the duration of a working day, their positions remain

relatively unchanged, adjusting only occasionally according to the re-

quirements of the work. Geometrically, these objects typically present

as large, voluminous entities that the robot should navigate around.

• Category III - High, Fixed Installations: These permanent fix-

1The studied time-lapse recording comes from the ReAC Research Group’s on-site
observation and data collection.
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Figure 3.2: Four key categories of site objects, (1) low, temporary, shape-
varying objects, (2) low to medium height, bulky objects, (3) high, fixed
installations, and (4) high, thin, temporary objects.

tures on construction sites encompass structures like (1) steel columns,

whether decorated or plain, (2) walls, both fully erected or partially

built, (3) concrete structures, (4) rebar cages, (5) concrete mold panel

structures, and (6) vertical pipes and ducts. The unfinished nature

of these structures—characterized by the slender and curved profiles

of exposed steel columns, the dense clusters of thin rebars and steel
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beams, and the irregular configurations of partially completed walls—

distinguishes them from their fully constructed counterparts. This dis-

tinction poses unique and nuanced navigational challenges for robot

sensing, necessitating a cautious approach due to their distinct geome-

tries and states of completion.

• Category IV - High, Thin, Temporary Objects: This category

comprises items such as (1) lifter carts, (2) twin-step ladders, both

open and closed, (3) four-legged tables and working surfaces, (4) high

steel storage racks and (5) heavy-duty tool tripods. There are two

primary characteristics of these objects. Firstly, they often feature

relatively thin supporting structures, which can present sophisticated

di�culties for collision avoidance. Secondly, they typically exhibit

inconsistent shapes across various heights. Thus, addressing these ob-

jects with specific caution regarding both collision avoidance and robot

sensing is essential.

A significant concern in recognizing and categorizing these four types of

construction site objects and materials lies in the intricacies of robot sens-

ing, particularly regarding how these elements may a↵ect robot navigation.

Recent advancements in field robotics frequently incorporate LiDAR sensors

as part of the sensory apparatus for collision avoidance. The appearance of

construction objects to di↵erent types of LiDARs, or their appearance as

seen from various LiDAR placements, especially at the robot’s height, can

significantly influence the robot’s navigational performance. Consider the

example of open twin-step ladders (Figure 3.3), which typically assume a tri-

angular shape. When utilizing a 2D LiDAR, di↵erent horizontal scans will

be generated at di↵erent heights. If the LiDAR is positioned at the robot’s

base, close to the floor, it might scan an unoccupied space between the lad-

ders that appears wide enough for the robot to pass through. However,
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such a scenario is highly perilous and must be diligently avoided. Therefore,

it is imperative to design a sensory package that is capable of accurately

capturing and interpreting the essential features of the site objects.

Figure 3.3: Case of open twin ladders: (A) scanning at a low height risks
the robot passing underneath the ladder; (B) scanning at a high height risks
the robot being tripped by the ladder; (C) shows the desirable 2D scan
representation for collision-free navigation.

3.2.2 Carpentry Formwork Tools and Hardware

Based on camera images and dimensional measurements (Figure 3.4) col-

lected on-site by my colleague Emek Erdolu, the specific tools and materials

utilized in carpentry formwork are demystified and elucidated. In this ex-

tended analysis, I additionally sourced data from the internet, i.e. product

catalogs on Amazon, Home Depot, Lowes, etc, to validate the approximate

weights of each type of tool and hardware/material (Table 3.1). Delving into

these items in greater detail serves not only to deepen the understanding of

carpentry formwork activities but also to gauge the preliminary implications

for the robotic framework, particularly concerning its load capacity, spatial

requirements, and potential limitations.

The materials and hardware frequently moved between the work zone

and the central workbench comprise (1) boxes of bolts for anchoring form-

work panels, (2) long metal braces designed to support concrete forms, (3)
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Figure 3.4: Site photos of tools and hardware in carpentry formwork. Image
credit: ReAC Research Group, 2022, photos by Emek Erdolu.

metal clamps for quickly securing and tying formworks together, and (4)

aluminum slab panels. In conjunction with the installation of these ma-

terials and hardware, the tools transported include heavy-duty items such

as (1) impact wrenches for fastening bolts, (2) rotary hammer drills (with

and without extra-long drill bits) for creating anchoring holes, (3) magnetic

box levels (both long and short) for checking and marking references, and

(4) claw end wrecking bars for removing nails and lifting. In addition to

these heavier tools, there are also more common, smaller tools like pliers,

hammers, and tape measures, which are essential for hand detailing and fine

adjustments.

In the observed convention of manual transport, smaller items like bolts

and bracings are often carried by hand, while heavier, longer, and bulkier

items necessitate the use of trailing carts or other facilitations for mass

transportation. Building upon this practice, I discussed with the research

group to pinpoint items that would feasibly be transported by the envisioned

robot support. These items encompass bolts, clamps, impact wrenches, ro-

tary hammer drills, pliers, hammers, and tape measures. Items that cur-
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Category Item Approx.
Size (cm)

Approx.
Weight
(kg)

L W

Hardware/ Box of bolts 24 12 1.5⇠2.5

Material Bracing 110⇠120 – 3.5⇠4.5

Rapid Concrete Forming Clamps 10⇠11 7.5 0.3⇠0.5

Aluminum Slab Panel 110⇠120 40⇠60 22⇠25 /m2

Tool Cordless Impact Wrench (Kobalt
24V)

21 16 1.5

Rotary Hammer Drill (DeWalt 20V) 30 25 2

Rotary Hammer Drill (DeWalt 20V)
w/ Long Drill Bit Attached

70 25 2.2

Magnetic Box Level (Short) 61 7 0.8

Magnetic Box Level (Long) 121 7 1.4

Claw End Wrecking Bar 116 9 1.2⇠2.5

Plier 24 7 0.3⇠0.4

Hammer 36 11 0.4⇠0.6

Tape Measure 8 7 0.3

Table 3.1: Size and weight estimate of carpentry formwork tools and hard-
ware.
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rently require trailing carts for bulk transport, such as aluminum slab panels

and bundles of bracings, are not considered within the scope of the current

research due to the added complexity they would introduce in terms of navi-

gation and load carriage. Nonetheless, exploring the development of trailing

capabilities could be a worthwhile avenue for future research to enhance the

practical, weight-bearing capabilities for robot navigation.

Additionally, slim, lightweight, and long items such as levels and wreck-

ing bars are temporarily excluded from the scope of this research. The

reason for this exclusion is that the standard dimensions of most Unmanned

Ground Vehicle (UGV) robots are not designed to accommodate items that

are thin and long. While the robot could technically carry these items based

on weight, their safe transportation would likely require a specially designed,

vertically oriented bucket. Placing these items horizontally on a navigating

robot without a secure fastening mechanism could lead to the items protrud-

ing beyond the robot’s profile, risking them falling o↵ or potentially causing

collisions.

Given these initial considerations and the identified scope, as well as the

common size and weight of the analyzed tools and hardware, the envisioned

carriage space for the robot is anticipated to be a cubic area measuring ap-

proximately 35⇠45 cm in length, positioned on a flat surface atop the robot.

To provide meaningful support, this space should be capable of accommo-

dating a medium pile of clamps, one to two boxes of bolts (40⇠50 per box),

and two to three hand tools, with an overall maximum weight capacity of

about 10⇠15 kg. With this capacity, a single trip by the robot could ap-

proximately supply materials for 10⇠20 minutes, based on a rough estimate

drawn from observing the time-lapse recordings. Should there be any insuf-

ficiencies in the anticipated carriage capability, I would be addressing the

current limitations through more frequent and adaptive robot runs, rather
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than bluntly increasing the carriage size.

With these rough estimates in mind, a case that warrants specific at-

tention is the rotary hammer drill, particularly when it is equipped with an

extra-long drill bit. This configuration can significantly increase the tool’s

length to approximately 70cm, leading to the aforementioned protrusion is-

sues. Consequently, a practical consensus among the research group involves

the advisory of detaching the drill bit, which measures around 35cm, from

the drill body, which has dimensions of 30cm by 25cm. Once separated, these

parts are anticipated to comfortably fit within the proposed robot carriage

space, thus meeting spatial limitations and facilitating safe transport.

3.3 Specificity of Formwork Activities

At first glance, carpentry formwork activities appear chaotic and complex.

However, through careful observation of raw time-lapse camera recordings

and qualitative insights from team interviews and conversations with work-

ers, I discern a method to decompose these activities from both individ-

ual and collaborative standpoints. This decomposition does not oversim-

plify or diminish the intricate tapestry of carpentry formwork activities but

rather explores them through the technical lens of envisioned robotic sup-

port. Specifically, I identify three distinct individual work paradigms and

two collaborative work paradigms. These insights serve as crucial foun-

dations for developing the robotic framework, training the contextualized

social navigation algorithm, and designing worker-robot interactive experi-

ments and evaluations.
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3.3.1 Individual Work Paradigms

In social robot navigation, pedestrian behavior is often assumed to be goal-

oriented and ambulatory, with agents moving e�ciently toward their desti-

nations. However, within labor-intensive work environments, worker move-

ment patterns exhibit significantly greater variability and are closely linked

to the tasks being performed. This variability necessitates a rethinking

of traditional agent modeling approaches to accommodate the unique de-

mands and characteristics of construction workers. These insights under-

score the importance of carefully abstracting and decomposing worker ac-

tivities, which serves as an essential foundation for developing e↵ective nav-

igation algorithms.

The proposed classification of individual worker activities into three

paradigms (Figure 3.5) provides a framework for understanding and mod-

eling the distinctive nature of carpentry formwork tasks. These paradigms

bridge the gap between the specific characteristics of formwork installation

workers and the more general representations used in robotics research, such

as the Bird’s Eye View (BEV) for path planning and motion prediction. In

BEV, workers—–referred to as agents—–are modeled as circles with three

key navigation attributes: safety radius, position, and velocity. By situ-

ating formwork activities within these paradigms, we can draw meaningful

comparisons to existing pedestrian-focused robotic navigation scenarios and

highlight the unique challenges presented by the observed construction tasks.

• Paradigm I - Work Adjacent to the Formwork Wall: This

paradigm encompasses manual activities performed near the target

wall, typically involving both Worker A and Worker B. Specifically,

it includes instances such as (1) Worker A installing and reinforcing

aluminum panels on the rebar cage, (2) Worker B preparing panels
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against the wall, and (3) Worker B handing tools and hardware to

Worker A. This paradigm is characterized by significant variations in

the worker’s safety/work radius, which must also account for the ob-

jects being handled to prevent collisions with the robot. The movement

patterns in this paradigm are slow-paced and mostly linear, occurring

adjacent to the wall, with potential stop-and-go behavior reflecting

varying velocities as observed from a BEV.

• Paradigm II - Walking/Traversing the Site: This paradigm per-

tains primarily to Worker B’s movements, including (1) transporting

tools and materials from the workbench to the current work zone,

and (2) moving panels, tools, and hardware between work zones. It

also encompasses the migration of workers to subsequent work zones.

Although these movement patterns may resemble typical pedestrian

behavior, the worker’s safety radius needs to be larger to accommo-

date the carried objects.

• Paradigm III - Installing in a Focused Area: This paradigm

applies to tasks that require sustained or dedicated installation ef-

forts, leading Worker A to remain nearly stationary for extended peri-

ods, along with moments when Worker B temporarily stands by while

preparing panels or materials. It is characterized by minimal, fluc-

tuating movements within a confined area, near-zero velocity, and a

varying safety radius. These features highlight scenarios where worker

mobility is significantly reduced, reflecting the focused and stationary

nature of carpentry formwork installation activities.
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Figure 3.5: The three individual work paradigms: (1) work and progress by
the formwork wall, (2) traversing the site, and (3) installing and standing
still.

3.3.2 Collaborative Work Paradigms

Given the collaborative nature of carpentry formwork, it is also essential

to consider the specific dynamics of the worker duo’s teamwork in the de-

velopment of interactive robotic support. This consideration is particularly

crucial when examined alongside the previously outlined three individual

work paradigms and the characteristics of the worksite layout. As a re-

sult, two collaborative paradigms are identified: interaction and separation

(Figure 3.6).

• Paradigm I - Interaction: This scenario primarily unfolds near the

target wall within the current work zone, where Worker B is actively

passing panels, tools, and materials to Worker A. Worker A is predom-

inantly engaged in tasks adjacent to the wall (Individual Paradigm I

and III), while Worker B may find himself in any of the three individ-
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ual paradigms: working (Individual Paradigm I), moving (Individual

Paradigm II), or waiting (Individual Paradigm III). Typically, the dis-

tance between the two workers does not exceed 3m. As mentioned

earlier, the site layout usually features the work zone encircled by ma-

terial bulks, with both workers operating in a corridor-like space ap-

proximately 2.5 to 3 meters wide, parallel to the target wall. Robotic

support in this scenario must be designed to adeptly function within

a tightly constrained area, facilitating close interactions between the

workers without adding to the congestion.

• Paradigm II - Separation: This case arises when Worker A and

Worker B function independently on the work site, temporarily with-

out the need for direct collaboration or simultaneous task execution.

For instance, Worker A may focus on installing panels, while Worker

B exits the current work zone to fetch or prepare for aluminum panels.

This scenario underscores the necessity for a robot that can e�ciently

navigate the workspace, assisting without obstructing the activities of

either worker. This paradigm presents a relatively simpler technical

challenge compared to the previous one.

The collaborative paradigms underscore the necessity of developing a

robotic framework that is both aware of the physical layout of the worksite

and sensitive to the complex patterns and dynamics of human teamwork.

They also provide a contextual basis for designing algorithmic experimental

cases and physical evaluation scenarios (see Section 4.5 in Chapter 4), serv-

ing as important criteria for developing and examining the proposed robotic

support.

Clarification of these paradigms also highlights the unique aspects of

worker density that diverge markedly from the focus of most current social

navigation research. Typically, the area of interest is primarily occupied
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Figure 3.6: The two collaborative work paradigms: (1) interaction and (2)
separation.

by two workers, demonstrating heterogeneous activity patterns in notably

congested workspaces. On occasion, an additional one to two workers from

other construction trades might enter the area to obtain tools or simply

to pass through. Consequently, the maximum number of individuals an-

ticipated within the area usually does not exceed five. This feature hints

at a research focus apart from prevailing studies, which typically assume

a homogeneous dynamic among a dense crowd of 15 or more pedestrians.

It emphasizes a shift towards exploring interactions within a smaller, more

complex, and diverse group of individuals, highlighting the nuanced and

intricate nature of social navigation within such specialized settings.

3.4 Context-Specific Technical Challenges

Besides the aforementioned material- and social-specific challenges, the above

analysis also leads to several high-level technical concerns. The foremost

concern pertains to safety. Given the human-centric positioning, the robotic

support is anticipated to function within close quarters of carpentry workers,
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blending into their established workflow. Such expected proximity under-

lines the critical need for prioritizing safety as a fundamental prerequisite

to implementing any supportive functionalities. Instead of seeing safety

only as an issue for collision avoidance algorithms, it is essential to devise

multi-tiered solutions that harmonize both hardware and software e↵orts.

At times, it may be necessary to implement compensating measures to en-

sure a layer of cascaded redundancy. Furthermore, establishing an iterative,

case-specific approach for the swift enhancement of the system is crucial,

ensuring immediate responses to new issues identified through both virtual

and physical testing.

The second concern is closely tied to developing a technical roadmap that

is both e↵ective and e�cient for the specific carpentry formwork context.

Given constraints such as limited research time, manpower, and funding,

it is essential to identify practical solutions that are tailored to the unique

requirements of this environment, avoiding the deployment of excessive tech-

nical capabilities that do not o↵er direct benefits. A clear example of this

principle is the selection of the navigation stack. In the carpentry form-

work site, the floor is typically flat, as concrete leveling has already been

completed, indicating that most navigation challenges can be e�ciently ad-

dressed within a 2D navigation space. This contrasts with more spatially

adaptable platforms like drones or quadruped robots, which target 3D nav-

igation environments. However, indoor construction sites still contain geo-

metrically complex 3D objects, and the floor may not be as clean or smooth

as in environments where 2D navigation has been widely studied. Thus,

e↵ectively navigating this space—–while incorporating an appropriate level

of 3D awareness and retaining the computational e�ciency of a 2D navi-

gation system—–requires a carefully designed engineering architecture that

leverages suitable tools, methods, and resources.
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The third challenge is in the specificity of short-range navigation gran-

ularities. Unlike autonomous vehicles or drones that navigate expansive

outdoor terrains, the robot support system envisioned is designed for in-

door, confined, populated spaces, with operational distances expected to be

less than 30 meters. This distinct operational context steers the research

focus from capabilities suited for long distances, such as extensive mapping,

large-scale location semantics, or GPS-based localization, towards empha-

sizing short-range precision and adaptability. The development of the robot

framework will prioritize equipping it with sensing and planning capabilities

finely attuned to the immediate environment. This includes being responsive

to the dynamic presence of workers and site objects within a proximity of

approximately 3 to 5 meters. Such short-range focus necessitates addressing

specific issues of di↵erent themes: accurately distinguishing workers against

a complex background, maintaining precise self-localization within a gradu-

ally evolving worksite, and adaptively reacting to unforeseen appearances of

workers or objects. Addressing these issues would require both system-level

and component-level handling.

These challenges provide a preliminary direction and establish funda-

mental guidelines for the technical research to be conducted. Consequently,

these context-specific considerations will be continually referenced through-

out the subsequent chapters. In the next chapter, I will delve into the specific

methods employed and utilized in this research, aiming to partially or fully

address the raised concerns. This will include an exploration of both the

hardware system and the software architecture developed to navigate the

complexities of the research context.
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Chapter 4

Methods

At a high level, the research adopts a research-by-prototyping method [Budde

et al., 1990, Yan and Gu, 1996], moving beyond theoretical description to

outline a concrete technical framework. A minimal viable robot prototype is

developed as a physical realization of this framework. Conceptually, the pro-

totyping process is structured into three main phases: (1) technical design

and method selection, (2) major iterations and evolutions, and (3) minor op-

timizations and finalizations. These phases are integrated into the iterative

research process, shaping both the system architecture and the development

of technical components. This chapter not only outlines the key decisions

made regarding di↵erent technical aspects but also documents significant tri-

als and iterations that shaped the final system, providing a comprehensive

view of the prototyping trajectory.

From the outset, reinforcement learning (RL) is chosen as the primary

technical backbone due to its potential for enabling socially aware and adap-

tive robot navigation around workers on-site [Chen et al., 2017, Everett et al.,

2018]. This decision, made in tandem with ongoing discussions within the

ReAC research group regarding the specifics of robotic support scenarios
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and functions, is not based on intuition alone. This decision stems from

three key considerations.

Firstly, as emphasized in Chapter 2, RL is well-suited for environments

characterized by stochasticity, uncertainty, and complexity—hallmarks of

on-site indoor construction settings. Traditional methods, such as rule-based

approaches, struggle to handle the intricate and dynamic nature of real-

world worker activities, making RL a promising alternative. RL’s capability

to develop a decision-making policy through learning from trial-and-error

experiences provides a significant advantage in such dynamic environments.

Secondly, there is a robust body of existing research and resources in RL

for social robot navigation, o↵ering a strong basis for this study. Notably, the

CMU BIG research group provides an open-sourced simulation environment

[Shum et al., 2022] that facilitates the generation of large datasets required

for RL training, addressing a common bottleneck in RL-based approaches.

Additionally, a preliminary review of the literature reveals extensive work

on social robot navigation in other contexts, particularly in dense crowd set-

tings, which, while di↵erent from construction environments, o↵ers valuable

foundation and progress in the field.

Lastly, drawing on insights from our multi-drone research [Fang et al.,

2020], we recognize the potential to incrementally fine-tune and adapt an

RL model through multi-stage curriculum training. This approach o↵ers a

crucial advantage by enabling the robot’s generic navigation behavior to be

more closely aligned with worker activities and site-specific features, con-

trasting with conventional methods that often provide limited flexibility for

addressing these intricacies, aside from the adjustment of a few hyperpa-

rameters.

With this pivotal decision made, the envisioned reinforcement learning

setup requires the following state information for real-time decision-making:
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(1) the robot’s position and velocity, (2) the position, velocity, and radius

of all nearby agents (i.e., workers), (3) the relative position of the intended

goal, and (4) the robot’s heading angle and preferred speed. Notably, while

these states can be easily acquired in simulation environments, real-world

robots must derive this information from raw sensory data. Addressing

this challenge requires not only algorithmic e↵orts but also a sophisticated

systems engineering approach to the robotic framework, which is central to

the research-by-prototyping methodology.

Mathematically, the problem is framed as a Markov Decision Process

(MDP) hS,A,P,R, �,S0i, drawing from insights in social robot navigation

research [Chen et al., 2017, 2019].

More specifically, the joint state observable to the robot consists of two

parts:

sjointt = [sfullt ,wobs
t ].

The first part, sfullt , at time t, includes the robot’s position p = [px, py],

velocity v = [vx, vy], goal position pg = [pgx, pgy], radius r, heading angle

✓, and preferred speed vpref. The second part, wobs
t , includes the positions

pi = [pix, piy], velocities vi = [vix, viy], and radii ri of all nearby agents (i.e.,

workers)1.

The action space, A, consists of the robot’s possible movements a =

[ax, ay], with the assumption that at = vt. The transition function, P,

governs the environment’s dynamics, determining the next state based on

the current state and action. The reward function, R, provides feedback to

the robot based on its actions, encouraging socially comfortable navigation

around workers while avoiding collisions. The discount factor, �, balances

1An important distinction to note here is that the robot is unaware of the worker’s
intended goal. This aligns with the common assumption in social navigation research,
where agents can only know their own intent unless explicitly communicated.
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immediate and future rewards, and S0 denotes the initial state of the robot.

This research aims to solve the MDP using reinforcement learning, op-

timizing the expected return:

Rt = E
"

TX

k=t

�k�trk

#
.

With the context analysed in Chapter 3, the objective expands to optimize

this return while considering the cluttered site layout L and unique worker

behavioral patterns W .

Under this formulation, and in parallel with evolving qualitative discus-

sions within the group—especially concerning the specificity of carpentry

formwork as a context for tool/material-delivery robotic support—an initial

modular robotic framework is established to lay out the technical roadmap

(Figure 4.1). The modular design serves three key purposes: (1) orchestrat-

ing a pipeline for real-time execution of RL on the robot by processing and

supplying the required input state from raw sensory data, (2) complement-

ing the current RL-based social navigation algorithm, particularly its limi-

tations in navigating geometrically complex construction environments, and

(3) supporting flexible, module-wise adjustments and improvements with-

out structurally impacting the overall system. In more detail, the framework

consists of five key modules:

1. Robot Hardware and System Setup: This module involves the

creation of a physical robot prototype, tailored to the specifics of car-

pentry formwork, incorporating the necessary hardware components

(such as sensors, processors, and actuators) to support real-time ex-

ecution of the RL algorithm and interaction with the construction

workers and environment.
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Figure 4.1: System design of the RL-driven robotic framework [Wu et al.,
2024b].

2. Unstructured Site Mapping and Robot State Estimation: This

module focuses on enabling the robot to accurately perceive and inter-

pret the complex, dynamic construction site environment. It includes

the development of algorithms and systems to gather and process raw

sensory data, thereby accurately estimating the robot’s state (position,

velocity, orientation) in relation to the surrounding environment.

3. Worker Detection and Tracking: This aspect involves developing

robust methods for identifying and continuously tracking the move-

ments of carpentry workers within the robot’s operational vicinity. It

is critical for ensuring the robot’s socially aware navigation and safety

in the dynamic construction site, where workers’ movements are varied

and often unpredictable.

4. Hierarchical and E�cient Motion Planning: This module aims

to develop a hierarchical structure that e�ciently integrates classical

collision avoidance methods with RL-based social navigation methods,

for the purpose of a robust pipeline for both safe and social navigation

in complex and populated construction environments.
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5. Contextualized Finetuning of RL Model: This involves adapt-

ing and optimizing the reinforcement learning model to the specific

challenges and nuances of the carpentry formwork context. It includes

adjusting the RL algorithm to better understand and respond to the

unique patterns of worker movement and the spatial complexities of

the construction site, ensuring socially comfortable worker-robot in-

teractions remain contextually e↵ective.

To ensure integration of the modules within the system architecture,

the Robot Operating System (ROS) [Quigley et al., 2009] —a widely recog-

nized open-source software framework—is selected at the outset of this study

to ensure low-latency communication between module inputs and outputs.

Particularly, the ROS navigation stack, a technical stack frequently utilized

in the development of various 2D navigation robots, is exploited as an initial

skeleton of the research. This stack provides a basic pipeline that utilizes

raw sensor data for mapping, localization, and navigation tasks. However,

for the purposes of this research, this navigation stack is overly simplistic

and inadequate. The modules described above build upon these fundamen-

tal functionalities by introducing critical layers of customization essential

for the development of the envisioned robotic support.

This chapter proceeds by o↵ering a detailed description of each module,

including the selection of technical approaches, the specificity of engineer-

ing details, and the considerations in addressing context-specific challenges

mentioned in Chapter 3. Finally, this chapter concludes with a summariz-

ing system dashboard that details the full engineering details of the entire

framework, showcasing how modules are integrated to work towards the en-

visioned support, and how a conceptual framework is consolidated into a

sophisticated working robot system.
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4.1 Robot Hardware Design

As the tangible foundation of the research, the development of the robot’s

hardware system undergoes three primary stages of iterative refinement (Fig-

ure 4.2). This evolutionary process mirrors the decisions and adjustments

made on the software side, encapsulating a progressively meticulous synthe-

sis.

• Stage 1 in Figure 4.2, Preliminary Setup: Initially, the robot’s

base and onboard computing environment are configured to support

basic control and operation (e.g., teleoperation using keyboards and

joysticks). Two LiDAR sensors are provisionally a�xed to the robot

base to facilitate physical experiments and pipeline walkthroughs of

basic ROS navigation stack components, such as gmapping and AMCL,

which require laserscan inputs.

• Stage 2 in Figure 4.2, Rapid Prototyping: This phase is dedi-

cated to the rapid testing, integration, and iteration of hardware re-

lated to the aforementioned modules. It commences with an enhanced

design of the robot’s metal frame using T-slot construction, building

upon the proof of concept from Stage 1. The frame is improved in

terms of height, usability, and strength through a double-frame struc-

ture, thereby augmenting stability for accommodating various sensors.

A significant addition is the establishment of a horizontal metal beam

plate designed to support carrying loads atop. During this stage, func-

tionalities associated with 3D LiDAR are extensively refined, culmi-

nating in the upgraded design of the 3D LiDAR and IMU modular box.

Furthermore, a depth camera is experimentally attached to the robot

frame to allow for flexible testing of worker detection and tracking

algorithms.
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Figure 4.2: Three major stages in robot hardware design and development.
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• Stage 3 in Figure 4.2, Finalization: With most software devel-

opment completed, this stage sees the final optimization of the robot

hardware building, including the introduction of two depth cameras

as the final solution for worker detection and tracking. These cameras

are incorporated using 3D-printed, custom-designed adjustable stands,

firmly a�xed to the vertical frames. Collaborative e↵orts within the

ReAC research group also lead to the conceptualization, testing, and

finalization of the tool/material container, taking into account both

material and social considerations.

The following sections provide a more detailed exploration of specific

components such as the robot base, LiDARs, cameras, etc., to elucidate the

rationale behind such iterations and design choices.

4.1.1 Base and Chassis

Selecting an appropriate movement base/chassis involves a laborious exper-

imental process among three di↵erent models (Figure 4.3). Initially, we

utilize a Fetch robot, commonly known for its application in contexts such

as factories and indoor logistics. Despite its integrated motherboard, 2D

LiDAR, and depth camera, the Fetch robot o↵ers limited compatibility for

further customization. Further challenges, including malfunctioning LiDAR

and motherboard issues, eventually lead to its discontinuation in the re-

search.

Subsequently, a custom-built2, triangular, omnidirectional robot base

named Rocky is examined. Equipped with three mecanum wheels, Rocky

2The Rocky robot, developed by students from the Robotics Institute at Carnegie
Mellon University, has been pivotal in the research conducted by the Robot Intelligence
Group. It features a vertical, slim profile with a microphone at the top for voice inter-
actions in human crowds. In this research, we primarily use the base part of the robot,
repurposing it for navigation on construction sites.
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o↵ers quite flexible mobility. However, its control system lacks stability, and

measures to limit the robot’s maximum speed are not reliably e↵ective. This

often results in the robot moving too quickly, posing risks of uncontrolled

drifting and collisions. During tests, there is a necessity for a person to

intercept the robot within seconds, highlighting significant safety concerns.

Therefore, Rocky is also deemed unsuitable for the context.

Figure 4.3: Comparison among three robot bases.

The Clearpath Husky A200 is ultimately chosen, marking a significant

milestone in the research. Originally designed for rugged outdoor envi-

ronments, the Husky robot base excels in adaptability to context-specific

challenges, distinguished by three key attributes: physical suitability, cus-

tomization potential, and safety. Notably, these attributes can also serve

as useful baseline criteria for other research endeavors seeking appropriate

robot bases for customizing robots in human-centered contexts.

1. Physical Suitability: Husky’s sturdy design, featuring four durable,

thick rubber wheels, is ideally suited for navigating the challenging

conditions of construction floors, which frequently include obstacles

like dents, cables, and debris, as analyzed in Chapter 3. Its wheels

are designed to resist hazardous materials and conditions, such as wa-

ter puddles mixed with dust and concrete powder, nails, and sharp

metal fragments. Additionally, Husky’s solid mid-sized build and low
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center of gravity make it highly suitable for transporting carpentry

tools and hardware across slightly bumpy surfaces. Its width, com-

parable to or slightly wider than an average person, enables adequate

maneuverability through narrow passages among construction objects

and layouts, o↵ering an advantage over larger, more physically capable

UGVs. The inclusion of T-slot rails on the robot’s rim also simplifies

the attachment of additional structures atop through simple fixtures.

2. Room for Customization: Husky o↵ers substantial flexibility for

experimental customization. Its control and navigation stack, based

on ROS, facilitates easy modifications and aligns with our framework’s

setup. The open-source nature of this stack and its compatibility with

most Ubuntu laptops enable extensive customization of the robot’s

onboard computer. Moreover, while the obtained Husky robot base

initially lacks a comprehensive sensor suite, it provides a straightfor-

ward platform for adding various sensors, both in terms of physical

connection and software configuration.

3. Safety: Husky’s design incorporates multiple features that help ad-

dress the safety concerns discussed in Chapter 3. It includes an easily

accessible emergency stop button, extensively used throughout devel-

opment, and a simple method for limiting maximum speed via hy-

perparameter adjustments. These features ensure quick intervention

in potential collision scenarios, allowing immediate cessation of the

robot’s movement by pressing the emergency stop.

The Husky robot base is then equipped with a laptop featuring an

NVIDIA RTX 3070 GPU as its main onboard computer (see Stage 1 in

Figure 4.2). This configuration is intended to prepare for the acceleration of

real-time Deep Neural Network (DNN) inference, crucial for modules such

as worker detection and tracking and reinforcement learning.
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4.1.2 LiDARs

Drawing inspiration from relevant domains such as autonomous driving and

indoor social robotics, Light Detection and Ranging (LiDAR) units are iden-

tified as essential early in the research. Given the unstructured nature of

construction sites and their cluttered environments, LiDAR sensors are in-

valuable for their ability to rapidly detect nearby objects and people while

accurately measuring their relative positions. This capability is critical for

tasks such as site mapping, robot localization, and path planning. Moti-

vated by their successful application in autonomous driving, the research

initially adopts a standard setup with a single 3D LiDAR, a Velodyne VLP-

16, positioned approximately 0.8 meters above the robot on the metal frame

(Stage 1), aiming for 360-degree environmental coverage.

However, preliminary lab testing reveals inadequacies in this configura-

tion. The robot exhibits a significant likelihood of failing to detect low-lying

objects within close proximity (<1m), as illustrated in Figure 4.4. A de-

tailed investigation into this issue reveals a “blind cone” e↵ect, attributable

to the limited Field of View (FOV) caused by the bottom metal rim of the

selected LiDAR model. This limitation is particularly problematic in our

context, as highlighted by the “short-range navigation granularities” concern

discussed in Chapter 3. Unlike other mid-range or long-range application

scenarios where encounters with randomly placed, low-lying obstacles are

less common or less problematic, our context regularly includes temporary,

ground-level hindrances such as hand tools, material piles, and work residues

(refer to Site Objects and Conditions in Chapter 3). Recognizing this as a

non-trivial matter, it becomes imperative to devise a solution.

In response, intensive brainstorming within the research group leads to

the decision to augment the initial setup by installing a 2D LiDAR, a Slamtec

RPLiDAR A2M8, at the front of the robot, positioned as close to the ground
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Figure 4.4: “Blind cone” e↵ect caused by the metal rims of a 3D LiDAR.
Image credit: ReAC Research Group, 2022, renderings by Jiaying Wei.

as feasibly possible, to complement the 3D LiDAR. Given the constraints

of research resources, such as funding and e↵ort, this adaptation is not in-

tended to completely compensate for the “blind cone” in three dimensions.

Instead, the 2D LiDAR aims to detect objects on a plane approximately

5cm above the ground. A geometric analysis of site objects (see Chapter 3)

suggests this plane e↵ectively scans the majority of low obstacles. For ob-

jects below 5cm, further examination of site imagery indicates that most

can be safely traversed by the robot, including large construction debris,

cables, and timber beams positioned on the ground for area delineation.

Accordingly, the 2D LiDAR is mounted below the robot’s front bumper on

a custom-designed acrylic plate (Figure 4.2).

Besides addressing the “blind cone” issue, mapping and localization fea-

tures also necessitate the tight coupling of a 9-axis Inertial Measurement

Unit (IMU), an Xsens MTi-20, with the 3D LiDAR. This setup allows for

the acquisition of corrective information concerning the robot’s roll, pitch,

and yaw. Drawing from insights in [Shan et al., 2020], this coupling leads to

the development of a composite LiDAR box design (Figure 4.5). To achieve

precise and orderly placement of the 3D LiDAR, its interface box, the IMU,

a synchronization control board, and a collection of wires and cables, two

robust acrylic plates are designed and fabricated. The box design not only
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presents a neat profile but also introduces a pivotal functionality: its ability

to be detached from the robot. This feature is particularly beneficial for

conducting experiments related to LOAM (see in Site Mapping and Robot

State Estimation Section), facilitating significant, independent testing ses-

sions somewhat separate from the comprehensive robot experiments.

Figure 4.5: Composite LiDAR box design (left) and implementation (right).

4.1.3 Cameras

The assumption that “3D LiDAR will solve all issues” is reconsidered when

determining the essential sensors for worker detection and tracking (refer to

the Worker Detection and Tracking section). The high false positive rate

in identifying workers against the complex backdrop of construction sites

by utilizing a single 3D LiDAR necessitates the adoption of depth cameras.

Unlike LiDARs or RGB cameras, depth cameras o↵er a cost-e↵ective, inter-

mediate solution, merging the benefits of laser scanning and visual recogni-

tion. However, a notable limitation, especially with the selected model, the

Intel Realsense D435i, is its restricted Field of View (FOV). According to

the o�cial specifications, the horizontal FOV is about 85.2 degrees, and the

vertical FOV is roughly 58 degrees.
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This premise underpins the initiation of the prototyping phase, where

one depth camera is initially temporarily mounted to the left side of the

robot (Stage 2 in Figure 4.2). The connection utilizes a commercially avail-

able camera stand/clamp, allowing for flexible adjustment of the camera’s

orientation both vertically and horizontally. This adaptability is crucial at

this stage, enabling exploration of optimal physical placements for enhanced

performance in conjunction with the detection algorithm. Additionally, this

stage involves thorough testing of the basic algorithmic pipeline, encompass-

ing data collection and processing, model improvement, inference accelera-

tion, and deployment as preparation for subsequent prototype refinement.

Figure 4.6: Tilted camera stand design and the duo-camera setup.

To address the FOV limitation inherent to using a single camera, two

depth cameras are ultimately employed in tandem (Stage 3 in Figure 4.2).

This setup, conceived in response to the “short-range navigation granular-

ities” and “e↵ective but excessive” concerns mentioned in Chapter 3, aims

not to achieve complete 360-degree coverage around the robot but to cover,

in good quality, even with some FOV overlap as redundancy, the robot’s im-

mediate operational area, i.e., its frontal space (Figure 4.6). In particular,

the cameras are mounted on custom-designed, 3D-printed stands, ensuring
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secure, stable attachment, crucial when navigating uneven construction sur-

faces that induce some degree of vibration. Based on empirical insights from

earlier tests, the cameras are deliberately angled upwards by 15 degrees to

improve the capture of workers’ faces, especially when they are relatively

close to the robot.

4.1.4 Additional Structure and Design

In addition to the hardware components critical for navigation, a collective

e↵ort within the ReAC group3 leads to the design and implementation of

a worker-friendly tool/hardware container and a Bluetooth communication

module, complementing the full hardware design of the robot. Informed by

analyses of the tools and hardware commonly used in carpentry formwork,

as detailed in Chapter 3, discussions within the group resulted in a sturdy

plastic container measuring approximately 35cm by 25cm, designed to be

retractable over a 35cm by 45cm area on the robot’s front deck’s T-slot

beam plate (Figure 4.7). This container aligns with the expectations set in

Chapter 3, capable of holding 2-3 bags of metal hardware and at least 2-3

types of heavy hand tools, such as wrenches, rotary hammer drills, hammers,

etc. The retractable feature considers both navigation stability and worker

accessibility. For navigation, the container can be retracted, positioning

its center of gravity within the robot’s main body and beneath the upper

metal structure for stability. During companionship phases, the container

extends outward like a drawer, facilitating easy access to tools and hardware

for workers, even when the robot maintains a certain safety distance from

them.

To foster intuitive interaction with the robot, iterative brainstorming

within the group led to the implementation of a keypad controller as the

3Jiaying Wei played a central role in these e↵orts.
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Figure 4.7: Retractable tool and hardware container. Image credit: ReAC
Research Group, 2022, rendering by Jiaying Wei.

main Human-Robot Interaction (HRI) interface (Figure 4.8). While other

interfaces and mediums, such as voice, gesture, and posture, are extensively

discussed, they are ultimately not adopted. Construction sites, especially

with the constant operation of noisy electric tools, are notably loud envi-

ronments. Voice control, although seemingly convenient and intuitive, can

be unreliable in application. The prospect of workers having to shout at the

robot over the ambient construction noise is deemed undesirable. Similarly,

the use of gestures or postures, despite their technical sophistication, would

significantly disrupt carpentry workers’ ongoing tasks. The most reliable

and intuitive solution at the moment, as concluded from our discussions,

remains the use of keypresses, which should be feasible even when workers

are wearing their gloves. The Bluetooth controller designed by the group

meets this requirement. This interaction method allows key locations within

the studied context, namely work zones and the central workbench, to be

e�ciently memorized and encoded as numbers. Worker interactions with

the robot are simplified to pressing the intended goal number followed by a

confirmation key. Extensive lab testing confirms that the keys can be easily

pressed even when wearing common work gloves.
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Figure 4.8: Custom-designed Bluetooth controller.

4.2 Unstructured Site Mapping and Robot State

Estimation

The robot’s e↵ectiveness in navigating a dynamic site with shifting work

zones depends on proficient mapping and accurate state estimation within

the complex geometries of the construction environment. These e↵orts are

geared towards resolving two principal questions. Firstly, how to aptly cap-

ture the site’s complex 3D geometric features in a map that is useful for nav-

igation without imposing excessive computational demands. Secondly, how

the robot can utilize this map for e↵ective self-localization during naviga-

tion. Highlighted in the “e↵ective but not excessive” concern in Chapter 3,

the support for carpentry workers is primarily designated for a flat work

area, rendering the navigation task essentially a 2D path planning endeavor.

Thus, tailoring the mapping and localization process to this level of simplic-

ity and incorporating it within the prevailing 2D navigation framework and

technical ecology is preferable. This approach circumvents the complexi-

ties associated with 3D navigation stacks with special focus on maneuvering

through elevated and uneven terrains or engaging in 3D path planning—a

feature that, while advanced, would be superfluous for our specific context
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and could unnecessarily complicate the subsequent decisions and methods.

4.2.1 Mapping

The initial mapping attempt involves utilizing canonical 2D mapping tools

commonly used in the ROS navigation stack, like gmapping [Grisetti et al.,

2007] and SLAM Toolbox [Macenski and Jambrecic, 2021]. These packages

use laser scans from 2D LiDAR to depict the site’s layout as a 2D grid map,

marking occupied spaces on a grid. In this iteration, site complexity is ten-

tatively addressed by placing the 2D LiDAR as close to the ground as possi-

ble, under the assumption that unstructured site geometries primarily stem

from objects irregularly placed on the ground. Capturing more features close

to the ground is then thought to adequately represent the site’s geometry.

While this approach does resolve some challenges, it quickly proves overly

simplistic and presumptive. Laboratory experiments reveal significant is-

sues, such as the robot’s tendency to navigate under high tables, posing a

risk due to its inability to handle objects with height-varying shapes and

profiles. In the grid map, large high tables are only captured as four dots,

i.e., planar scans of four thin table legs, falsely suggesting enough space for

the robot to pass through. Meanwhile, the slim table surface, at a height

of approximately 0.9 to 1.2 meters, could sometimes be overlooked during

navigation by the intervals of the 16 laser scan rings of the equipped 3D Li-

DAR4. This inadequacy risks mishandling objects like open ladders, tripods,

slanted steel columns, and construction objects with extruding or height-

varying features if actually applied on-site, as also mentioned in Chapter 3.

Acknowledging this shortfall, the second iteration shifts to representing

the site as a 3D point cloud, addressing the previous limitations by directly

4The Velodyne VLP-16 LiDAR, as its model name suggests, uses an array of 16 infra-
red (IR) lasers to cover its 3D FoV.
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capturing unstructured site objects in 3D. This approach employs LiDAR

Odometry and Mapping (LOAM)-type methods [Zhang and Singh, 2014],

utilizing 3D LiDAR to construct a 3D point cloud simply by teleoperat-

ing the robot around the area of interest for 1⇠2 loop(s). These methods

provide both real-time odometry estimates for robot state estimation and a

reconstructed point cloud map of the site, a desirable by-product. In our

context, the quality of the point cloud map, particularly its density, is criti-

cal to capturing the geometric details of construction objects. After testing

various versions of LOAM methods, including the original LOAM [Zhang

and Singh, 2014], LeGO-LOAM [Shan and Englot, 2018], and LIO-SAM

[Shan et al., 2020], LIO-SAM is eventually chosen for its superior mapping

quality, despite requiring a more complex hardware setup5. While the re-

constructed point cloud features enough geometric detail of the site, how

to utilize this rich information in tandem with subsequent path planning

methods presents new challenges. Surveyed path planning algorithms and

packages directly referencing 3D point clouds are either overly complex and

redundant for our needs, or incompatible with previously tested framework

modules, posing indispensable engineering di�culty. Additionally, the 3D

navigation ecosystem in ROS is less mature than its 2D counterpart. These

practical concerns necessitate an iteration of further optimization.

The third iteration draws insights from the previous two iterations by

combining the simplicity of 2D grid maps with the detail of 3D point clouds.

Using tools like Octomap [Hornung et al., 2013], points within a certain height

range are flattened and merged into a 2D grid map. In more detail, the LIO-

SAM generated point cloud is first preprocessed to remove points belonging

to the ceiling and floor6 before integration into a grid map. Laboratory

5As also mentioned in the “Hardware System Design” section, this method requires a
tightly coupled 9-DoF IMU for essential initialization and corrective information

6If ceiling and floor points are not removed, the merged grid map would falsely mark
navigable spaces as occupied.
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experiments show that this map can e↵ectively capture features like high

tables and extruded structures in an appropriate fashion, while integrating

with the framework’s other tested modules, o↵ering an ideal and balanced

solution between 2D computational e�ciency and 3D geometric richness,

desirable for our context.

4.2.2 Robot State Estimation

The complex geometric conditions of construction sites also pose a significant

challenge for robot state estimation. Accurately determining the robot’s lo-

cation within the map is crucial for planning its path to the designated

goal, marked on the same map. Incorrect localization can lead to prob-

lematic robot behavior, such as colliding with walls or engaging in futile

recovery actions like in-place rotation, posing safety risks to nearby work-

ers if not properly addressed. Similar to mapping, the initial attempt at

solving this challenge involves leveraging existing methods and packages in

the ROS navigation stack, notably the Adaptive Monte Carlo Localization

(AMCL) [Pfa↵ et al., 2006] approach. This method matches the 2D laser

scans obtained during navigation with the pre-built grid map to infer the

robot’s most probable position. While e↵ective in simpler environments, the

conditions at construction sites introduce unique challenges due to their dy-

namic, non-stationary nature, with materials and objects frequently being

moved around and changing shape as work progresses, rendering scan-map-

matching methods less reliable. Laboratory testing reveals that, although

the AMCL method generally performs well, changes in the placement of

construction objects and materials such as boxes and blocks can sometimes

cause localization drifts.

In response, the second iteration adopts a more comprehensive strat-

egy that combines multiple estimations from di↵erent sources rather than
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Figure 4.9: Three iterations of site mapping: (A) simple 2D mapping; (B)
3D mapping and point cloud reconstruction; and (C) processed 2D mapping
from real-time point cloud reconstruction. Adapted from [Wu et al., 2024b].
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relying on a single method. The high-quality odometry estimated by LIO-

SAM serves as one such source, complemented by the odometry from the

Husky robot’s wheel encoders.7 The odometry data from AMCL are also

utilized, providing useful references in most scenarios. These diverse odom-

etry sources are integrated using an Extended Kalman Filter (EKF) [Welch

et al., 1995] to produce a consolidated estimate of the robot’s odometry.

Through empirical observation and comparison, the contribution of each

odometry source to the EKF is fine-tuned, with the highest weight assigned

to LIO-SAM odometry, followed by AMCL, and the lowest weight to Husky

wheel odometry. Tested through laboratory experiments, once the robot’s

initial starting position is determined8, this layered approach is relatively

e↵ective in practice. Nonetheless, localizing a robot within a dynamically

changing construction site remains a complex challenge, presenting an in-

triguing area for future research.

4.3 Worker Detection and Tracking

As a critical precondition for planning the robot’s next actions, it is crucial

for the robot to rapidly identify surrounding workers amidst the complex

milieu of construction elements. This challenge entails two key expecta-

tions: first, the anonymous identification of individual workers against the

cluttered site backdrop, and second, the estimation of these workers’ po-

7This source tends to experience slight drifting, and attempts within the group to
improve its accuracy through hyperparameter tuning are not successful, making its use
currently optional. If given more time and resources, however, this hyperparameter could
potentially be fine-tuned by implementing a Proportional-Integral-Derivative (PID) con-
troller.

8Determining the robot’s initial position within the map is now performed by a research
member o↵ering a rough initial guess using the mouse. The implemented AMCL package
then takes over and forms a more accurate estimate. This procedure in practice is quite
intuitive, convenient, and e↵ective.
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sitions, velocities, and safety radii in relation to the robot9. Drawing on

insights from previous research in social robot navigation [Everett, 2017],

these expectations are addressed in two steps: detection and tracking.

4.3.1 Detection

In the detection phase, the primary goal is to recognize workers from raw

sensory data and determine their relative state. Inspired by the success of

3D-LiDAR methods in pedestrian detection within autonomous driving sce-

narios, the initial research e↵ort concentrates on LiDAR-based techniques.

With the 3D LiDAR mounted atop the robot, renowned methods such as

PV-RCNN [Shi et al., 2020] and PointPillars [Lang et al., 2019] are rigor-

ously tested and implemented on the robot. The models are initially eval-

uated using well-known autonomous driving datasets like KITTI [Geiger

et al., 2012], then deployed for lab experimentation. However, during labo-

ratory testing, the models exhibit unsatisfactory performance, characterized

by a high rate of false positive detections. Objects like irregularly stacked

blocks, bare steel columns, vertical duct pipes, and wall fixtures are occa-

sionally misidentified as workers. Upon further analysis, a likely cause for

this discrepancy is pinpointed as the domain shift between the scenarios

of autonomous driving and our construction context. Contrary to the mid-

range or long-range views typical in autonomous driving—where individuals

are usually detected at distances exceeding 3.5m—workers in our setting fre-

quently approach closer. Additionally, construction sites, unlike the open

outdoor spaces prevalent in autonomous driving, are defined by their clut-

tered indoor nature. The scan profiles of various construction items might

mimic human figures, and obstructions by these objects often lead to in-

9Here, “position and velocity” refer to the spatial and movement data within the map
from a Bird-Eye-View (BEV) perspective. This clarification is important as, in much
related literature, the position and velocity of a person are described in terms of their
coordinates and movement on a 2D monitoring display.
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complete scans of workers’ profiles, further complicating the identification.

These core domain variances likely induce a significant data distribution shift

from the training datasets to the deployment environment. Addressing this

challenge e↵ectively requires a custom dataset specifically suited to our con-

text and the realignment of models initially trained for autonomous driving

applications. However, crafting such a dataset within a constrained time-

frame exceeds the available capabilities of the research group10. Gathering a

comprehensive set of LiDAR data depicting individuals among construction

materials and laboriously annotating them in each frame to form a usable

dataset demands an e↵ort well beyond our available resources.

To circumvent this di�culty, the second iteration concentrates on explor-

ing vision-based methods. Utilizing RGB-D cameras, the process involves

first segmenting workers within the RGB image using bounding boxes and

then estimating the 3D coordinates of the bounding box’s center. If the

center point of the bounding box is denoted as Pc, then its 2D coordinate

on the RGB image (xi, yi) with respect to the center of the image can be

easily determined through transformation. This transformation uses the co-

ordinate of Pc with respect to the upper left corner of the image11, (u, v),

and the RGB image frame’s half-length and width, xc, yc (Equation 4.1).

By leveraging the depth information associated with the RGB pixels, the

depth estimation of Pc in 3D space, zp, is readily accessible. The task then

simplifies to estimating xp, yp using basic projection relationships. With

the camera’s focal lengths denoted as (fx, fy), these can be calculated using

Equation 4.2.

10In another study conducted by Haoyu Liu within the ReAC Research Group [Liu,
2023], similar challenges and findings were observed. Due to the complexity and unpre-
dictability of real-world work environments, even well-tested computer vision algorithms
often underperform and require custom fine-tuning. A significant focus of Liu’s research
was the use of generative and collective methods to create scenarios and datasets specific
to real-world construction materials and objects, ensuring the algorithms are more aligned
with actual conditions.

11This is the default origin setting of the selected RGB-D camera.
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yi = v � yc

(4.1)
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xp = zp
xi
fx

yp = zp
yi
fy

(4.2)

By default, the camera’s intrinsic parameters, fx, fy, cx, cy, are known.

Coupled with the camera’s transformation relative to the robot’s body, the

workers’ relative positions can be eventually determined. The crux of this

pipeline, therefore, lies in selecting an e↵ective vision-based object detection

algorithm. Similar to the assessment of LiDAR-based methods, various

versions of YOLO [Redmon et al., 2016, Wang et al., 2023] algorithms are

tested12 in the lab, with YOLOv7 ultimately being selected. Unlike LiDAR-

based methods, these algorithms exhibit relatively robust performance in

recognizing people among diverse construction objects, mostly una↵ected

by the domain transfer issue previously mentioned. Though the FoV of an

RGB-D camera is inevitably narrower than that of 3D LiDAR, as noted in

the hardware design section, this approach greatly bypasses the cumbersome

process of model retraining and alignment, o↵ering a valuable trade-o↵.

Following the selection of this approach, several engineering measures

are implemented to enhance the method’s e↵ectiveness in real-world sce-

narios. To counter the limited FoV and the decreased data quality at the

RGB frame’s edges, two RGB-D cameras are deployed to extend coverage

across the robot’s frontal area. Considering the paramount importance of

12These versions include YOLOv2, YOLOv3, YOLOv7, and their respective tiny versions,
made available by https://pjreddie.com/darknet/yolo/
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the robot’s immediate front, an intentional overlap in the FoV is designed.

This arrangement ensures that workers on the right front are detectable by

both cameras, allowing the final estimate to synthesize outcomes from both,

thus diminishing the impact of camera edge distortions. The technique used

for merging the raw detections from both cameras, particularly for amalga-

mating duplicate detections, is DBSCAN [Ester et al., 1996], a widely used

density-based clustering algorithm. The principle is that when two detec-

tions are within a certain proximity (i.e., below a set distance threshold,

eps in DBSCAN), they are treated as a single detection, with the combined

position estimate being the midpoint between them. This strategy relies

on the assumption that the detection results from both cameras can arrive

promptly within the same processing time frame, a requirement that intro-

duces a challenge for computational e�ciency. In practice, each camera’s

feed is analyzed by an individual YOLOv7 model13. Consequently, two Con-

volutional Neural Network (CNN) models run concurrently on the robot

during deployment. Essential engineering e↵orts are made to optimize and

accelerate model inference via GPU. By addressing the computational bot-

tlenecks found in the original software package14, such as unnecessary tensor

duplication and ine�cient matrix manipulation, the final GPU utilization

related to these two models is reduced to approximately 17%, a marked

improvement from the pre-optimization performance (74%).

In addition to employing a dual-camera setup, empirical observations

during laboratory experiments reveal that detection robustness can be im-

proved when a person’s face is within the camera’s FoV. This discovery

13Previously, we experimented with using a single model to sequentially process inputs
from both cameras. Due to model inference latency di↵erences and the ROS commu-
nication mechanism, it is di�cult to maintain a first-in-first-out (FIFO) sequence. For
instance, detection results from the left camera would falsely be assigned to the right
camera from time to time. Despite e↵orts to rectify this, the issue persisted, prompting
the switch to a dual-model system, which proved to be a more straightforward and clean
solution.

14
https://github.com/leggedrobotics/darknet_ros

82

https://github.com/leggedrobotics/darknet_ros


aligns with the understanding that the face constitutes a key visual identi-

fier for a person. To leverage this insight and enhance detection capabilities,

the cameras are deliberately angled upwards by 15 degrees. The adjustment

ensures a more favorable vantage point for capturing workers’ faces rather

than legs. This straightforward yet impactful adjustment also contributes

to improved detection when workers approach closer to the robot, compared

to cameras positioned horizontally.

Besides these physical adjustments, two empirical thresholds are found

beneficial for refining detection quality. Extensive physical experiments in-

dicate that detections beyond 6m tend to be unreliable, as the depth data

from RGB-D cameras is inherently noisier than that from 3D LiDAR. There-

fore, in practice, detections farther than 6m are disregarded. Reflecting the

“short-range navigation granularities” concern mentioned in Chapter 3, this

decision prioritizes short-range detection accuracy and stability over broad

long-range coverage. Additionally, it is observed that individuals within ap-

proximately 0.5m of the robot exhibit poor detection stability due to the low

performance of the detection algorithm in cases of excessive occlusion, some-

times resulting in a loss of detection. However, at such close proximity, the

integrated 2D LiDAR and 3D LiDAR already adeptly pick up the person in

the laser scan. In such instances, the robot takes the person as an obstacle,

coming to an immediate stop. After careful observation and analysis, this

strategy of “treating a suddenly appearing person as an obstacle” is deemed

suitable. Naturally, encountering someone unexpectedly close—whether for

a human or a robot—elicits an immediate halt rather than a calculation of

their possible trajectory. Hence, the 0.5m distance acts as a hidden safety

threshold, establishing a nuanced safety protocol for close encounters with

workers. For individuals detected beyond this threshold, their movements

are assessed to inform socially aware navigation. Conversely, for those within

this limit (whether due to sudden appearance or the robot’s inadvertently
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close approach), they are treated as obstacles, leading the robot to promptly

stop to avoid collisions and ensure safety.

4.3.2 Tracking

The raw detection outcomes, despite employing threshold filtering and clus-

tering, remain somewhat noisy for e↵ective velocity estimation or subsequent

RL inference. This situation can result in erratic or unstable estimation of

workers’ trajectories. To address this issue, Multi-object Tracking (MOT)

methods [Luo et al., 2021] are crucial for refining detection results. These

methods often utilize techniques such as Kalman Filters at their core, ap-

plying statistical approaches to estimate smoother, less noisy trajectories

(concurrently including both position and velocity) of individuals’ move-

ments. In this stage, two algorithms are qualitatively assessed in the lab:

a classical Kalman Filter-based SORT method [Welch et al., 1995, Bewley

et al., 2016] and DeepSORT [Wojke et al., 2017]. Both algorithms deliver

satisfactory outcomes in testing, with DeepSORT outperforming the clas-

sical method in scenarios involving severe construction object obstructions.

However, this improvement comes at the cost of increased GPU usage and

latency due to the computational demands of executing an additional DNN

model inference. Given the su�cient reliability of the classical method, it is

selected as the default for final deployment, with DeepSORT remaining as

a readily available alternative. It is also empirically observed that the e↵ec-

tiveness of both methods is contingent upon the quality of the raw detection

results. Inadequate detection inputs cannot be e↵ectively compensated by

either method to yield high-quality tracking outcomes.

The entire process of worker detection and tracking during real-time de-

ployment is visualized and showcased in Figure 4.10. Outcomes at various

stages are depicted using geometries of di↵erent colors. Raw position esti-
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mations from the left (green) and right (red) cameras are illustrated with

spheres. When the same individual is detected by both cameras, both a

green and a red sphere appear in close proximity to the person. The synthe-

sized estimation post-clustering is represented with blue cylinders. Finally,

the filtered position (cyan cylinder) and velocity (magenta arrow) are dis-

played within the raw point cloud as the ultimate outcome.

4.4 Hierarchical Motion Planning

The motion planning framework for the robot adopts a hierarchical strategy

that integrates reinforcement learning with search-based planning methods

to e↵ectively navigate through the cluttered site layout and busy carpen-

try workers. As highlighted in Chapter 2, recent RL-based social naviga-

tion methods show promising achievements for enabling fluid navigation in

dense crowds, but they carry a hidden limitation due to the assumption of

open-space layouts. This limitation is evident in two main aspects: (1) the

inputs for these RL algorithms predominantly focus on the motion of nearby

pedestrians, and (2) the demonstrations are largely conducted in spacious,

empty rooms. Acknowledging the field’s achievements and potential con-

straints, the applicability of these methods to our context-where static site

objects consistently present significant obstructions-calls for further adap-

tation. Ideally, a lightweight approach that leverages existing e↵orts in

open-space crowd scenarios, without starting from scratch and e↵ectively

addressing the unique challenges of our setting, is preferred.

The term “hierarchical” essentially implies a dual-layered approach (Fig-

ure 4.11). The first layer prioritizes safety and collision avoidance with both

site objects and workers, leveraging established and e↵ective research in

classical collision avoidance methods rather than incorporating another RL
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Figure 4.10: The entire worker detection and tracking process including (A)
raw camera detections, (B) detection after clustering, and (C) the ultimate
tracking result.
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model. The second layer, focusing on social compliance and navigation

comfort, employs RL-based social robot navigation algorithms. This divide-

and-conquer strategy is informed by several practical considerations. Firstly,

while overloading an RL model to handle both tasks is theoretically possi-

ble, it is neither strictly necessary nor e�cient, given the plethora of proven

methods available. Secondly, the layered structure is more computationally

e�cient through conditional activation; the RL layer is engaged only when

workers are in proximity, reducing operation to the first layer in their ab-

sence. Since searching-based methods do not require constant DNN model

inference, this results in low-latency and energy-e�cient deployment. Third,

the hierarchical design o↵ers a generalizable and adaptable pipeline, allow-

ing for experimentation with various classical collision avoidance algorithms

and RL-based social navigation techniques with minimal engineering e↵ort

[Wu et al., 2024b]. Lastly, this strategy facilitates comparative analysis be-

tween classical and RL-based methods in real-world settings, o↵ering greater

explainability in assessing navigation performance and identifying potential

issues through layer activation and deactivation, compared to relying solely

on a “black-box” model.

Figure 4.11: The dual-layered hierarchical motion planning stack.

Particularly, the continuous planar action space of the robot is first dis-
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cretized into a pool of evenly spaced actions15, denoted as A. The aim of

the first layer is to refine this pool by filtering out actions that are (1) not

achievable due to the robot’s velocity and acceleration constraints, or (2)

likely to cause any form of collision in the next time step based on laser scan

input. As a typical searching mechanism, although one could implement

such filters from scratch, a more elegant solution involves leveraging what is

readily available. These two filtering objectives align nicely with the veloc-

ity searching phase of the Dynamic Window Approach (DWA) [Fox et al.,

1997], a classical method in robot navigation. The outcome of this phase,

as shown in Equation 4.3, results in a refined action space, denoted as Af .

Af = A \Aadmissible \Adynamic (4.3)

Besides velocity searching, DWA also includes a trajectory evaluation

phase, comparing trajectories unrolled by actions in Af using a cost func-

tion. This function mainly considers three key factors: goal reachability,

obstacle avoidance, and velocity maximization, essentially evaluating ac-

tions based on goal-reaching e�ciency. This criterion su�ces in the ab-

sence of workers. However, when movements of workers are detected by the

upstream worker detection and tracking module, the emphasis shifts from

goal-reaching e�ciency to social awareness and comfort as the more criti-

cal criteria for choosing the robot’s actions and trajectories. Thus, when

workers are present, the hierarchical motion planning framework bypasses

DWA’s evaluation phase, allowing RL-based social navigation algorithms to

take over the evaluation process.

To present a feasible cost function for evaluating an action’s social com-

15In related literature, these actions are also called motion primitives
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pliance, the second layer leverages value-based or actor-critic typed social

navigation methods. Both approaches involve training a state value net-

work16 V (s). In reinforcement learning, a state value function by definition

estimates the expected cumulative rewards of a given state. In simpler

terms, when trained and optimized, it aids in identifying the optimal pol-

icy and can serve as a “scoring” criteria to determine the optimal action in

the next step. Based on the Bellman Equation [Sutton and Barto, 2018],

such a process can be captured in Equation 4.417. In social navigation, the

reward function (see details in the next section) is tailored towards social

awareness around people while approaching the goal. Therefore the value

network based on this reward can be used to compare actions with respect

to their social compliance and comfort among workers, complementing the

aforementioned evaluation process.

a⇤t  argmaxat2Af
R
⇣
sjointt ,at

⌘
+ �vpref·�tV joint

t+�t (4.4)

In a practical sense, the engineering essence of this hierarchical motion

planning stack is the “handover” of the refined action space Af from the first

layer to the second. Given the computational complexity di↵erences, with-

out specialized management, the action searching pool assumed in DWA,

even post-refinement, tends to be larger than that typically assumed in

RL-based social navigation research. Therefore, prioritizing computational

e�ciency and minimizing potential latency is crucial for their collaborative

operation. The number of actions in Af during a relatively smooth DWA-

16In the current trend of deep reinforcement learning, the value function is often approx-
imated by a deep neural network. Therefore, it is referred to as a value network rather
than a value function here.

17One may notice that this equation seems to be missing the model term P (s | s, a).
Following a convention in related literature [Chen et al., 2017, 2019], it is assumed that
workers will continue their current velocity in the immediate next short time interval �t.
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based navigation can range between 80 to 120. Conducting value network

inference for all these actions consistently within each decision timestep18

necessitates essential computational optimization. By aggregating these in-

dividual actions into a 2D tensor and utilizing GPU capabilities, batch in-

ference accelerates the process.

4.5 Contextualized Fine-tuning of RL

With the hierarchical motion planning stack serving as a foundational struc-

ture, the application of reinforcement learning (RL) focuses on enhancing

the robot’s ability to adapt and navigate around workers in a socially con-

siderate manner during their active work duties [Wu et al., 2024b]. This

component of the research integrates all preceding modules and serves as

a critical junction where the previously identified challenges, nuances, and

specificities of construction work are collectively addressed and resolved.

Drawing upon crucial insights from earlier chapters and sections, the key

challenges for RL-based social navigation can be summarized as follows:

(1) while the worker count within the target environment generally does

not exceed five, the complexity, diversity, and intensity of their activities

are significant; (2) as elaborated in Chapter 3, the behavior patterns of

workers deviate substantially from those of pedestrians, which often serve

as the foundational assumption in much of social navigation research; (3)

considering the established hardware configurations in the Hardware System

Design section, worker detection primarily occurs within the robot’s immedi-

ate frontal area, challenging the often-simulated presumption of the robot’s

omniscient, mostly perfect, 360-degree awareness of surrounding agents in

common symbolic simulation environments, thereby necessitating specific

adaptations to this reality.

18Practically, the system’s decision timestep is set to 0.1s on ROS.
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With these high-level observations as the foundation, a pivotal decision

before proceeding is determining the research focus—specifically, whether

addressing context-specific challenges involves reinventing an algorithm or

adapting existing methods. This decision is informed by two key insights.

The first insight draws from recent advancements in RL-based social nav-

igation research [Liu et al., 2021, Wang et al., 2022], where the e�cacy of

popular algorithms has been benchmarked, exhibiting relatively good navi-

gation performance in scenarios with around five agents. These assessments

are conducted in both simulated and physical environments using simplistic

setup patterns like square and circle crossings. Such configurations, where

agents19 navigate from one side of a geometric shape to crossing points on

another, e↵ectively mimic dense pedestrian dynamics. However, the scenar-

ios in which social navigation capabilities are demonstrated, including both

the modeling of agent behaviors and the setup of the environment, cannot

fully capture the diversity and complexity of worker behaviors and activities

in a construction setting. How the inclusion of these factors might a↵ect the

performance of these algorithms remains an open question.

The second insight pertains to the common use of ORCA [van den Berg

et al., 2011] during the early phases of RL model training as a means to expe-

dite learning. ORCA’s limitations—–such as oversimplifying human behav-

ior, neglecting social norms, and struggling with dense interactions—–can

potentially carry over to these trained RL models if further refinement and

adaptation are not applied. Recognizing these existing e↵orts and their lim-

itations in addressing the specific needs of our context, the objective of this

module is not to develop an entirely new RL algorithm, but rather to design

a generalizable fine-tuning and alignment pipeline that builds on the generic

social navigation capabilities of existing methods and improves them to ef-

19In social robot navigation literature, “agent” is commonly used to refer to either
robot or human. Here, “agent” specifically denotes symbolic entities within the simulation
environment.
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fectively address the unique challenges and context-specific nuances outlined

above.

Following this decision, the research proceeds by selecting a performant,

existing RL-based social navigation method as a base for future alignment,

guided by both literature review and qualitative laboratory testing. The

candidate algorithms evaluated include SA-CADRL [Chen et al., 2017],

GA3C-CADRL [Everett et al., 2018], LSTM-CADRL [Chen et al., 2019],

and SARL [Chen et al., 2019]. As mentioned in the previous section, an im-

portant criterion in drafting this pool of algorithms is that they are either

value-based or actor-critic typed methods, each involving the training of a

value network. Also adhering to a similar Markov Decision Process (MDP)

framework, these algorithms are compatible with our framework, facilitat-

ing straightforward deployment, experimentation, and comparative study

on the robot through the simple exchange of the inference model file. While

in theory, any of these methods could serve as a foundation for subsequent

RL model adaptation, SARL is ultimately chosen due to its relatively stable

performance in preliminary robot testing. Qualitatively, when interacting

with humans, the SARL model demonstrates a notably smoother response,

strategically planning circumventing trajectories well in advance, as opposed

to executing abrupt turns at close distance or reactions too late.

Based on this practical selection, the following subsections primarily fo-

cus on how a pre-trained SARL model is contextually fine-tuned and aligned

by incorporating multiple key factors. These factors, such as worker behav-

iors, layout setups, and limited field of view, critically articulate the domain

di↵erences between generic crowd scenarios and our context and are fused

into the adaptation of the RL model through customization in the simu-

lation environment. To form a uniform adaptation scheme among these

diverse factors, the section concludes with a generalizable, e�cient curricu-
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lum learning pipeline that can enable incremental fine-tuning and testing of

the model, especially concerning its continuous deployment on the robot.

4.5.1 Customized Agent Behavioural Patterns

To bridge the gap between pedestrian behaviors typically assumed in social

robot navigation research and the diverse, work-oriented behaviors of car-

pentry workers, four specific agent patterns are devised in the simulation

environment. In simple terms, an agent pattern refers to a predefined way a

robot or virtual worker is expected to move or act in a given situation.

These generative patterns, alongside the conventional collision-avoidance

walking pattern used in most related studies, provide a more nuanced re-

flection of the uncertainty and variability encountered in a construction set-

ting. Insights from Chapter 3, particularly the analysis of individual work

paradigms (Figure 4.12), such as working adjacent to the formwork wall,

walking/traversing, and standing still, inform the design of these patterns.

• Pattern I, Stop-and-Go: This pattern emulates the intermittent

work rhythm of carpenters working by the wall, characterized by pe-

riods of intense activity followed by brief movement to the next spot.

The agent’s velocity intermittently drops to zero, simulating a pause,

based on a time interval sampled from a Gaussian distribution. Con-

currently, the agent’s radius varies significantly to mimic the worker’s

expansion of personal space during work phases.

• Pattern II, Walking While Carrying Things: Reflecting the

traversing or walking paradigm, this pattern accounts for the unique

challenges workers face while transporting materials and tools. De-

spite a superficial resemblance to pedestrian motion, the safety radius

of these agents is adjusted to accommodate the extra space required
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for carried items. This pattern also incorporates a Gaussian process

to model moderate fluctuations in the safety radius. Notably, agents

in this pattern do not exhibit collision avoidance behavior, simulating

the restricted visibility and maneuverability workers experience when

carrying panels or tools.

• Pattern III, In-Place Fluctuation: Designed to represent workers

who are stationary but engaged in tasks requiring movement within a

confined space, this pattern deviates from the notion of complete still-

ness. Instead, agents exhibit slight positional shifts within a designated

circular area, simulating the natural movement of workers attending

to installation tasks in a relatively fixed location. This behavior, sim-

ilarly along with a fluctuating safety radius modeled through a Gaus-

sian process, reflects the dynamic nature of stationary work tasks and

the spatial requirements of the worker’s tools and materials.

• Pattern IV, Back-and-Forth: This pattern simulates workers mov-

ing back and forth, intermittently switching goal positions between

two points. It reflects the common movement of Worker B during

panel preparation, and Worker A’s movement along the target wall

for miscellaneous checks and installations. Apart from the shifting

goal positions, the agent’s safety radius and velocity are mostly sim-

ilar to those of a pedestrian, reflecting the relatively straightforward

nature of this movement pattern.

4.5.2 Customized Agent Layout Configurations

Reflecting the collaborative work paradigms and the confined, dense nature

of construction work activities, the simulation environment’s experiment

configurations are customized (Figure 4.13). The simulation space is de-

94



Figure 4.12: The customized agent patterns.

liberately limited (2.5-3m) to replicate the constrained operational areas

in carpentry formwork, requiring agents to navigate within much tighter

confines. Experiment layouts are devised by creatively employing the cus-

tomized worker behavioral patterns and incorporating insights from the two

collaborative work paradigms. Additionally, scenarios specifically designed

to provoke close encounters with the robot are introduced. These scenar-

ios strategically place agents in proximate positions to the robot from the

onset, diverging from the more expansive, distant crossing scenarios com-

monly employed. This design aims to evaluate the model’s ability to execute

immediate, sharp maneuvers in abrupt encounters—a capability not exten-

sively explored in existing research. Each test case is established through

a rule-based, generative approach, allowing for dynamic variation rather

than confinement to a predefined set of positions. For ease of reference,

the following description directly mentions the customized agent behaviors

using Patterns I, II, III, and the collaborative work paradigms analyzed in

Chapter 3 as Paradigms I and II.

• Case I, Work Interaction: Formulated around the interaction-

focused collaborative Paradigm I, this scenario generates two agents.

The first agent, inspired by Worker A, displays behaviors from Pat-

terns I and III. The second agent, simulating Worker B, can adopt

95



any of the three patterns at random. Initial positions for these agents

and the robot are randomized within the compact area, avoiding rigid

geometric layouts to better mimic the unpredictable nature of human-

robot interactions in constrained spaces.

• Case II, Work Separation: Drawing from the separated work ac-

tivities of collaborative Paradigm II, this scenario introduces three

to five agents. One agent represents Worker A and may randomly

exhibit any of the three behavioral patterns. The rest are equally

likely to follow Pattern II—reflecting workers in transit with tools and

materials—or act as typical pedestrians with collision avoidance ca-

pabilities, resembling Worker B or others momentarily traversing the

site. This scenario o↵ers a more open spatial arrangement (6m) than

Case I.

• Case III, Front Encounter: This setup involves 2 to 3 agents, with

one positioned to cross directly between the robot and its goal at the

start. Similar to Case II, the other agents either follow Pattern II or

act as generic pedestrians. To navigate past this initially close agent,

the robot must immediately adapt its path, showcasing its agility and

strategic decision-making.

• Case IV, Side Encounter: Mirroring Case III’s dynamics but with

a lateral approach, this scenario positions 2 to 3 agents to pass closely

by the robot’s side initially. To enable socially adept interaction, the

robot is required to quickly adjust its trajectory to keep a respectful

distance, testing its prompt responsiveness and the sophistication of

its navigation algorithms during close encounters.
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Figure 4.13: The customized agent layout configurations.

4.5.3 Limited FoV of the Robot

Rather than a full, 360-degree coverage of all agents, the robot’s practical

Field of View (FoV) is limited by the RGB-D camera setup, covering ap-

proximately 110 degrees of the robot’s frontal space. To account for this

partial observability, the simulation environment incorporates a blind zone

around the robot, intentionally omitting agents that appear within this zone

from the robot’s observation. This approach, drawing insights from related

literature [Stoler et al., 2022], introduces a level of partial observability,

sometimes referred to as First-Person-View (FPV). Although this can im-

pact the RL model’s performance by reducing its field of awareness, it more

accurately reflects real-world conditions and challenges, aligning the simu-

lation environment closer to the practical scenarios the robot will encounter

on site.

4.5.4 Domain Randomization

To enhance the Sim2Real transition and adapt the model to imperfect in-

puts derived from raw sensory data, a domain randomization scheme has

been developed. This includes temporarily introducing occlusions to the

simulated agents’ states (position, velocity, safety radius), simulating in-

stances of temporary detection loss akin to what might be encountered with
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real-world sensory inputs. Additionally, random noise is deliberately added

to the agents’ states before they are fed into the model, purposefully craft-

ing imperfect inputs for the model. These measures aim to make the RL

model more robust to the kinds of input variability and imperfections it will

encounter in real-world scenarios, thereby improving its performance and

reliability when deployed on the robot.

4.5.5 A Uniform Pipeline For Incremental Model Adapta-

tion

To integrate these diverse factors into the model through a cohesive ap-

proach, the decision is to employ curriculum learning. Viewing all factors

as elements of a progressively deepening curriculum, the pre-trained vanilla

SARL model, initially optimized in a generic setting, undergoes successive

refinement through the series of customized experimental scenarios. This

methodical approach is chosen not only for its structural uniformity but

also due to some critical advantages it presents. Most notably, it facilitates

the incremental enhancement of the same model, obviating the need to start

from scratch for each new adjustment. This feature, while potentially over-

looked when all training occurs within a simulation environment, proves

exceedingly valuable for bridging the gap between simulation and real-world

application (Sim2Real) and conducting physical tests on the robot. It signifi-

cantly mitigates the risk of unpredictable or radically altered robot behaviors

emerging during the rapid adaptation of the model. The aim is to preserve a

consistent level of functionality for previously tested robot capabilities while

systematically integrating new features and improvements. This approach

eschews the pitfalls of testing entirely new models from the ground up for

each adaptation, which can be both unstable and ine�cient.

This necessity calls for measures to mitigate potential volatility in the
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RL model’s performance due to significant policy shifts during model adap-

tation. Specifically, when fine-tuning the value network via gradient descent,

it is crucial to ensure that the model, post-training, does not substantially

deviate from its pre-training state. In canonical policy-based methods, this

stabilization is typically achieved by parameterizing the policy to follow

a well-defined probability distribution, such as the Gaussian distribution.

This allows for an easy estimation of the shift between the post-training

policy, ⇡new, and the pre-training policy, ⇡old, using KL-divergence, a mea-

sure for the di↵erence between two probability distributions. However, in

our case, making such an assumption is baseless, especially considering that

our chosen RL algorithms can be value-based.

To address this challenge, we draw inspiration from measures taken in

RLHF [Christiano et al., 2017], estimating the KL-divergence of policy shift

through an alternative method. Since the value network in reinforcement

learning reflects the policy’s main features, we indirectly estimate policy

shifts through the changes between post-training and pre-training value net-

works. Given that the robot’s action space has been discretized and refined

in previous steps, this shift can be particularly gauged by comparing the two

value networks’ preferences for the same set of actions a1, · · · ,am within the

refined action space Af . Using each action’s inferred value as a score, this

preference is measured utilizing the Plackett-Luce model [Plackett, 1975,

Luce, 2005] (Equation 4.5), e↵ectively transforming value rankings among

actions into a probabilistic distribution (Equation 4.6), thus enabling the

e�cient estimation of KL-divergence (Equation 4.7).

To constrain model adaptation and penalize policy shift e↵ectively, the

derived KL-divergence is added to the original reward function rori, as in-

troduced in [Chen et al., 2019], serving as a penalization term. Thus, while

we encourage the model to adapt to training curricula, we also penalize it
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for making overly drastic changes. This strategy ensures that the model’s

adaptation occurs gradually and stably, ultimately minimizing the risk of

abrupt behavioral changes in the robot that could destabilize its real-world

performance.

P (ai|V ) =
V (ai)

⌃m
j=1V (aj)

(4.5)

DKL(⇡oldk⇡new) = ⌃m
i=1Pold(ai) log

✓
Pold(ai)

Pnew(ai)

◆
(4.6)

r = rori � �DKL (4.7)

In summary, this structured methodology, encompassing (1) experiment

setup customization, (2) a curriculum training pipeline, and (3) a theoretical

basis for mitigating model adaptation instability, collectively forms a com-

prehensive strategy for addressing the unique challenges encountered in a

real-world, populated and complex work scenario. Notably, this approach—

characterized by tailored datasets and experiments, a sequential curriculum,

and stable, continuous model integration—can also serve as a generalizable

pipeline for fostering consistent, incremental performance enhancements in

AI-driven robotics beyond the current context.

Concluding this chapter, Figure 4.14 presents a system dashboard that

encapsulates the entire architecture of the robotic framework. This dash-

board elucidates the engineering intricacies of how the various modules are

interconnected and orchestrated within the live robot prototype, providing

a visual articulation of the system’s complexity and organization.
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Figure 4.14: Overall system dashboard of the robotic framework. For further
clarity, a larger version of this image can be accessed online: https://

ice-5.github.io/assets/img/thesis/dashboard.png.
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Chapter 5

Results

This chapter presents the key results of this research, beginning with an

overview of the realized robot prototype. The main outcome demonstrates

the e↵ectiveness of the proposed framework in enabling the robot to navigate

and assist in dynamic, real-world construction settings. Qualitative and

quantitative evaluations were conducted to assess the robot’s performance

in two primary scenarios: (1) an active construction site with workers, and

(2) a lab-based sandbox environment reflecting site features. The results

indicate that the robot can provide socially aware and comfortable support

to workers, adapting its behavior to site-specific challenges.

During the on-site evaluation, the robot prototype was deployed on an

active construction site, where its performance was qualitatively examined

through direct interactions with workers and follow-up interviews1. Work-

ers’ feedback and on-site documentation indicate that the envisioned robotic

support can function within a real construction site, with the RL-driven

social navigation capabilities proving responsive among workers. The eval-

uation also identifies areas for improvement and further development in the

1The evaluation was carried out in a designated area under close supervision by research
group members during worker interactions.
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current framework.

In the lab-based sandbox evaluation, the robot’s support capabilities

were quantitatively tested across a series of navigation and interaction met-

rics, within layouts that reflected key environmental challenges observed dur-

ing the on-site demonstration. Two comfort-related metrics—comfortable

delivery rate and comfortable encounter rate—were developed to evaluate

the robot’s ability to provide tangible and considerate assistance to workers

in close proximity. The quantitative evaluation validated the e↵ectiveness of

reinforcement learning in enabling socially aware and comfortable support.

Additionally, it showed that the contextual fine-tuning of the RL model led

to smoother navigation performance.

5.1 Final Robot Prototype

Figure 5.1 illustrates the final state of the robot prototype, showcasing both

the key sensor and hardware components, along with the adjustments made

for on-site deployment. Beyond the core technical features detailed in Chap-

ter 4, the build incorporates structural fortification, wiring organization,

battery and heat monitoring, and port management. While these e↵orts

might seem minor, they are crucial for maintaining the robot’s operational

integrity. The construction site floors, often cluttered with large debris and

gravel, can significantly jostle the robot’s upper structure, particularly af-

fecting the 3D LiDAR box, RGB-D camera stands, and the numerous USB

ports connecting various sensors. These connections frequently loosen with-

out notice, leading to a range of inexplicable issues. To mitigate such risks

systematically, every connection is secured with hot glue, including both me-

chanical fastenings and USB connectors. Additionally, the robot’s battery
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occasionally overheats2, necessitating continuous monitoring both from the

robot’s chassis and its onboard computer. Lastly, to ensure safety around

construction workers, all sharp metallic corners, edges, and protrusions are

covered with bubble wraps and brightly colored duct tape.

Figure 5.1: Final robot prototype. This image was previously published in
[Wu et al., 2024b]

5.2 Simulation Training Results

Figure 5.2 shows the pre-training and fine-tuning of the RL model in the

simulation environment, focusing on cumulative reward and collision rate.

While assessing the robot’s navigation comfort around workers, along with

workers’ reactions and feedback, is challenging in a simulation environment,

the training process demonstrates the model’s adaptation as it is fine-tuned

in context-specific scenarios. The reward initially drops when the agent’s

behavioral diversity, as described in Chapter 4, is introduced but gradually

recovers and stabilizes at a consistent level, similar to the pattern observed

in the collision rate. This indicates the RL model’s ability to adapt to the

new context, accommodating the introduced agent and scenario diversity

2One battery completely burnt out due to this issue.
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and uncertainty. The fine-tuned RL model is then deployed to the robot

prototype for further human-centric evaluation, both in the lab and on site.

Figure 5.2: Training process of the contextual fine-tuning of the RL model in
the simulation environment, shown by cumulative reward (left) and collision
rate (right). A similar version of this image appeared in [Wu et al., 2024b].

5.3 Qualitative Evaluation On Site

5.3.1 Site Setup

The on-site demonstration and evaluation of the robot prototype take place

on an active construction site on campus, within a multifloor facility build-

ing. During the initial field tour, three potential areas were presented to the

research group as tentative candidates3. In terms of construction phases,

two areas are in the interior phase, subsequent to carpentry formwork, with

concrete structures completed and thin steel beams installed for non-load-

bearing room partition walls. The third area is in a phase roughly preceding

interior detailing, designated to be a spacious, column-free court space. This

space does not contain dense room partitioning steel beam arrays and is

3The on-site demonstration would not have been possible without the extensive ad-
ministrative e↵orts in coordinating with our industrial collaborator for sites, personnel,
permissions, etc. Given the dynamic nature of construction sites and the day-to-day pro-
gression, it is infeasible to find a site where carpentry formwork installation is actively
ongoing. Consequently, the goal is to identify a site with similar layout complexities and
construction object distributions to those of a carpentry formwork site, among workers
knowledgeable enough to simulate carpentry formwork installation workflows.
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temporarily used for material storage, occupied by clusters of construction

material piles. Among these three options, the research group deems the

third area to more closely resemble the geometric and spatial features of a

carpentry formwork site, since the dense array of thin steel beams in the

other two areas would significantly alter the spatial layout and navigation

challenge4.

Consequently, a portion of the third court area, measuring roughly 45m

x 35m, is designated as the demonstration and evaluation area (Figure 5.3).

This setup includes a target formwork wall and several sequential work zones

along it. Approximately 15m from the wall and work zones, a cluster of tool-

boxes and material piles is assigned as the central workbench5, where tools

and materials for carpentry formwork are stored and dispatched. Apart from

these assignments, the demonstration area is mostly left in its original state,

with construction workers continuing their daily activities. Both the work

zones and central workbench are designated in a general manner, without

specific coordinates or QR codes. Additionally, the site is not intentionally

tidied or cleared to ease robot navigation, ensuring the evaluations remain

close to real-world construction work conditions.

5.3.2 Worker Interaction Scripts

To better communicate with workers regarding the process of the robot

demonstration, three demo scripts are formed to facilitate the briefing and

explanation. These scripts capture key carpentry formwork activities, as well

as the major robot support capabilities described in Chapter 3, particularly

4Once the steel beam arrays are installed, it would be preferable to consider a smaller
robot due to the transition from an open layout to a roomed layout. Navigation in
such a layout involves not only collision avoidance but also path planning among rooms,
considering room connectivity as a prior. This presents an additional layer of challenge
not foreseen or studied in the carpentry formwork context.

5This assignment takes into account the distance estimation and layout features ob-
served in previous site studies of carpentry formwork.
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Figure 5.3: On-site demonstration and evaluation setup. The photo was
also covered in [Wu et al., 2024b].

107



testing the robotic functions of sending, summoning, and accompany-

ing. As illustrated in Figure 5.4, the scripts are as follows6:

• Script 1: Send: The robot’s initial position is set at one of the work

zones along the target wall. Workers send the robot to the central

workbench to retrieve tools and materials, while they continue their

work on the target wall. The sending can be initiated by any one of

the workers by pressing button 1 (representing the central workbench)

and confirm on the robot’s keypad controller.

• Script 2: Summon: This script follows the previous script. The

robot’s initial position is at the central workbench, where it is loaded

with tools and materials. Workers summon the robot to return to their

work zone along the target wall by pressing button 2 (encoding the

current work zone) and confirm on the robot’s controller. Notably,

this summoning can be initiated from a distance, not necessarily close

to the robot.

• Script 3: Accompany: Workers wrap up their work at the current

work zone and move to the next work zone along the target wall. The

robot’s initial position is in the current work zone. The workers place

heavy tools and materials into the robot’s container and call the robot

to accompany them to the next work zone by pressing 3 and confirm

on the controller. The robot then follows the workers to the next work

zone, maintaining an appropriate pace and social awareness.

An additional test case is designed to challenge the robot’s long-distance

6The way this research documents and groups these scripts is for the purpose of techni-
cally analyzing the robot’s performance, particularly echoing the robot’s proposed support
functions mentioned in the previous chapters. One may notice other ways of categorizing
these scripts in ReAC’s other reports and publications, for instance, some grouping Script
1 and Script 2 as a single script. However, the way of grouping does not fundamentally
change the actual content of the analysis.
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Figure 5.4: Storyboard of the three scripted scenarios.
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navigation robustness and adaptability in an unfamiliar, sparsely mapped

area. This challenge, while less relevant to the main support functions, is

designed to uncover potential weaknesses and corner cases. It focused on

identifying issues in the robot’s navigation capabilities on site.

5.3.3 Pre-Demonstration Preparation

A day before the demonstration, the robot is transported to the site to

conduct preparatory work. This includes the initial mapping of the demon-

stration area, as well as a series of preliminary tests to ensure the robot’s

operational readiness. In the mapping process, research group members

drive the robot around the designated demonstration area using a joystick

to create a preliminary map of the site (Figure 5.5). Although the ma-

terial piles and arrangement of tools might change due to ongoing worker

activities, this mapping aims to prepare the robot with a baseline layout of

the site. Both 2D mapping (gmapping) and a customized mapping method

based on LIO-SAM are conducted.

Using the base maps, group members also drive the robot around the

site to encode key locations and areas. This encoding is done by driving

the robot using a joystick to the intended place and pressing the buttons

on the keypad controller to record. This convenience is underpinned by the

robot’s mapping and localization module, which memorizes the robot’s state

relative to the base map.

After these procedures, group members simulate the demonstration sce-

narios by acting as workers and conduct 10 runs per script. The robot’s

battery is fully charged, and the onboard computer is booted up to ver-

ify the ROS system’s stability. The robot sensors are double-checked for

robustness and structural stability on the rugged construction floor. The
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Figure 5.5: Mapping of the demonstration site. Part of this image was
included in [Wu et al., 2024a].
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navigation stack is tested for performance and integrity in the site’s dy-

namic environment. The group also conducts a final check on the robot’s

hardware, including the 3D LiDAR, RGB-D camera, and the custom-built

keypad controller. The robot’s safety features are reviewed, including the

emergency stop button and the safety bubble foam covering sharp edges.

Additionally, four time-lapse cameras are set up around the site to cap-

ture the robot’s movements and interactions with the workers during the

demonstration.

During the final check, an issue related to horizontally placed, elevated,

protruding pipes is noted (Figure 5.6, left). Although the LIO-SAM based

mapping process can capture these pipes with the 3D LiDAR, they are

not promptly detected in real time during navigation due to small blind

areas uncovered by the sensors. Thin pipes or steel beams protruding at

approximately 0.35 to 0.5m above the ground posed significant challenges.

This failure to capture these thin elevated objects in real time can lead

to instability in both localization and local path planning. In terms of

localization, a failure in AMCL can cause drifts in state estimation if these

structures are not captured. For local path planning, which relies heavily

on the scan input for the local costmap, if these objects are not captured

or have moved to a di↵erent location compared to what is recorded in the

global costmap, then the robot would have no viable input about these

risks and can easily collide with them. This corner case, not observed in the

preliminary site study, is noted frequently during pre-demonstration testing.

To quickly address this issue, the intuitive fix is to amend and cover

the small blind area among the current sensors. For this purpose, the re-

search group installs an additional RGB-D camera in the front of the robot,

attached on a stand placed above the robot’s front bumper (Figure 5.6).

Given the camera’s noisy, ranged raw point cloud input when directly con-
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verted as scan input, a simple distance-based filtering is applied to this

source7. This additional camera is then rapidly integrated into the robot’s

navigation stack, with a few validation tests conducted overnight in the lab.

Figure 5.6: Rapid installation of the third camera in the lab.

5.3.4 Robot Demonstration Performance

Before and during the demonstration, research group members brief the

participating workers on the details of each script and their roles in the

evaluation. The robot is then deployed to the work sites, and the three

scripted scenarios are enacted in sequence. The robot’s performance in

each scenario is qualitatively documented based on its navigation, worker-

robot interaction, and support performances. Additionally, data such as

the onboard computer’s screen recording and LiDAR scans are captured at

short intervals for diagnostic purposes8. Four time-lapse recording cameras

7Basically, the camera is specifically targeted for close-range, elevated, protruding, thin
pipe-like structures, therefore scan points beyond 0.75m are discarded.

8This consideration is due to the continuity of worker operations and the robot’s battery
life. Data logging activities, including starting and stopping in actual operations, require
research members to intervene and type on the robot’s keyboard. These intervals can be
quite interruptive for the demonstration, especially while the workers are deeply engaged in
interacting with the robot. Therefore, although data logging of the entire demonstration
process was intended prior to the demonstration, the group adapted contingently and
respected the workflow.
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are activated for recording prior to the demonstration. For each script, the

workers use the controller to operate the robot for two runs. We kindly ask

the workers to note feedback and observations during the demonstration,

especially on occasions where they feel uncomfortable around the robot.

Additionally, to increase the social navigation di�culty to a state closer

to the initial carpentry formwork observations, group members occasionally

obstruct the robot’s path during navigation to test its adaptability and

robustness when encountering humans. With no intention to cherry-pick

the best runs, the following subsections document the robot’s performance,

both successes and issues, in each script, based on the review of time-lapse

recordings. In the case of an issue, I o↵er a brief explanation of the potential

cause based on my understanding of the technical framework, diagnostic

logs, or similar issues previously encountered in the lab environment.

Script 1

Figure 5.7 illustrates a robot trajectory (one run) during the first scripted

scenario. The robot successfully navigates from the current work zone to

the central workbench, following the workers’ commands. The robot’s path

is relatively smooth, with minor pauses and adjustments when encountering

passages, workers, or group members. Notably, the robot chooses a slight

detour in terms of global path planning, going around the material piles

instead of through them. This is due to the contingent planning at the time

of the navigation when participating workers actively walk through and

around the material piles, a behavior relevant to the their work content.

Given these circumstances, the robot’s global path planning method opts

for a safer but slower route to avoid further congesting the passages. The

robot’s navigation speed is moderate, neither too fast nor too slow, allowing

it to keep pace with the workers without causing any disruptions, which is
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an intentionally programmed feature. When a group member deliberately

and suddenly obstructs its path, particularly around the central workbench,

the robot promptly slows down or adjusts its direction to avoid collision or

discomfort.

Script 2

Figure 5.8 illustrates a robot trajectory during the second scripted scenario.

The robot promptly responds to the workers’ remote commands, navigating

from the central workbench to the designated work zones with loaded tools

and materials. Similar to Script 1, the robot chooses a slight detour to avoid

the material piles and workers. During the navigation course, group mem-

bers intentionally cause more disruptions to the robot by initiating both

abrupt front encounters and side crossings. The robot halts at one such oc-

casion, a “freeze”, and then slowly re-adjusts its direction at both a global

and local planning level to avoid running into the group member. On other

occasions, the directional adjustment around group members is relatively

swift, leading to no apparent pausing or freezing. Upon arrival at the work

zone, the robot manages to finish the delivery task without any major is-

sues. However, the position it stops at is slightly distant from the worker

duo (approx. 1.5m). The cause of this “drift” is due to the robot’s localiza-

tion. Since group members intentionally obstruct the robot multiple times

in this script, and during those obstructions, the robot performs several

rotations and direction adjustments in a short time. Compared to Script

1, the minor drifts in the turns and rotations accumulate more, eventually

resulting in a slight mismatch between the robot’s state estimation and its

actual position9.

9In simpler terms, the robot “thinks” it has arrived at the destination, but it, in fact,
has not.
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Figure 5.7: Robot trajectory from the time-lapse recording and photo doc-
umentation of Script 1. Some photos were published in [Wu et al., 2024b]
and [Wu et al., 2024a].
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Figure 5.8: Robot trajectory from the time-lapse recording and photo doc-
umentation of Script 2. Some photos were published in [Wu et al., 2024b]
and [Wu et al., 2024a].
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Script 3

Figure 5.9 illustrates a robot trajectory during the third scripted scenario.

The robot successfully accompanies the workers from one work zone to the

next, transporting tools and materials. The navigation is mostly smooth

and adaptive, with only minor pauses and directional adjustments. In this

scenario, tools and materials, such as drills and bags of metal plates are

placed into the robot’s container, which it e↵ectively transports between

work zones. The robot demonstrates its ability to adapt to the workers’

movements, maintain a safe distance, and ensure social comfort. Compared

to the first two scripts, this script presents a more congested operation space

for the robot. Both the starting and goal work zones are located by the

wall, limiting the robot’s options for detours or drastically di↵erent routes.

When navigating this corridor-like space, the robot frequently and actively

adjusts its course based on real-time worker detection and tracking results,

showcasing its ability to handle close encounters in tight spaces.

Additional Test: Long-Distance Navigation Challenge

The robot’s performance in the additional test case, designed to challenge

its navigational capabilities in sparsely mapped and unfamiliar areas, is less

successful. The robot encounters di�culties in accurately localizing itself

and navigating through the uncharted area. The lack of mapping and the

accumulation of localization errors lead to an early, half-way termination

of the navigation. The research group identifies this issue of contingent

localization in dynamic and sparsely mapped environments as an intriguing

future research direction (see Chapter 7).
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Figure 5.9: Robot trajectory from the time-lapse recording and photo doc-
umentation of Script 3. Some photos were published in [Wu et al., 2024b]
and [Wu et al., 2024a].
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5.3.5 Post-Demonstration Worker Interview

Following the demonstration, a qualitative evaluation was conducted through

a group interview with the participating workers, focusing on three main as-

pects of the robotic framework and its support functions. Much of this

analysis has been previously reported in an earlier publication [Wu et al.,

2024b], with additional details and findings elaborated here.

• Robot navigation safety and comfort: Workers were asked about

their impressions of the robot’s navigation behavior, speed, and safety

when working alongside it, as well as overall comfort, including any po-

tential disruptions caused by the robot. Most workers responded posi-

tively, a�rming that the robot operated safely and smoothly within the

work environment. They did not find the robot abrupt or intimidating

and considered it a valuable addition to their workflow. Workers did

not view the robot’s involvement as an intrusion or a threat to their

existing work practices but rather acknowledged the relief it provided

from some of the physical burdens inherent in their tasks.

• Robot hardware design and usability: This section of the inter-

view gathered feedback on the robot’s physical design, ease of oper-

ation, and controller usability. Workers appreciated the intuitive de-

sign and the added safety features, such as foam-covered sharp edges.

However, they identified areas for improvement, particularly in the

robot’s load capacity and its ability to transport bulky, heavy materi-

als more e�ciently. Workers suggested upgrading the controller to a

more intuitive interface, possibly integrating smartwatches, which are

commonly used in their daily routines. Regarding the tool/material

container, workers found the size appropriate for the tools involved,

and the retractable feature of the container improved accessibility.
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• Concept of robotic support within the workflow: Workers dis-

cussed the robot’s utility in supporting carpentry formwork tasks and

o↵ered suggestions for enhancing its role. They confirmed that the

robot reduced on-site travel during formwork installation, streamlin-

ing certain tasks. A member of the research group elaborated on the

rationale for selecting carpentry formwork as the focus, presenting site

traversal data observed in earlier studies. Workers generally agreed

with this focus and o↵ered recommendations for further functional-

ity. For example, they raised concerns about assuming a worker’s

presence at the central workbench and suggested implementing au-

tonomous loading and smart inventory management to further extend

the robot’s capabilities.

The general attitude of the workers towards the robot’s presence and

support is positive, expressing a willingness to include the robot in the con-

struction context and in their daily work. A notable observation from the

interview is the workers’ eagerness to extend upon, rather than entirely

topple or reimagine, the current robotic framework towards more needed

support functions and scenarios, which is a positive sign of their view of the

robotic support. For instance, the notion of adding an arm to the robot

to enable automatic loading and dexterous manipulation capabilities ap-

peared multiple times in the conversation. Another suggested capability is

whether the robot’s current technical framework can be easily migrated to

a larger robot that can carry stacks of wood boards or heavy metal crates.

A third practical suggestion is to apply the robot to scenarios where work-

ers urgently need to distribute small but numerous hardware items, such

as screws, nails, and bolts, particularly during the interior installation and

decoration phase, which follows the phase the group previously observed in

the site study. These collective thoughts and suggestions from the workers
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are valuable first-hand insights for the research group to further develop

the robot’s support capabilities and expand its applications in the future,

providing a broader perspective on how and where the developed robotic

framework can be applied and extended.

5.4 Quantitative Evaluation in the Lab

After the on-site demonstration, we conduct quantitative analyses and ab-

lation studies in our laboratory at CMU Mill-19 Advanced Research Center.

These studies aim to validate the robotic support, particularly assessing the

use of RL for close-range navigation comfort around workers in key car-

pentry formwork scenarios. The hierarchical nature of our navigation stack

allows us to compare the robot’s performance with and without the RL-

based social navigation layer, contrasting our RL-driven framework with

plain e�ciency-driven collision avoidance on the robot prototype. Addition-

ally, we evaluate the impact of contextual fine-tuning and alignment in the

RL model by comparing the performance of a vanilla RL model trained in

generic settings with the fine-tuned RL model curriculum trained in work-

specific scenarios.

5.4.1 Lab Sandbox Setup

To simulate on-site conditions and challenges in a controlled physical envi-

ronment, we reconstruct a sandbox in the lab (Figure 5.10), capturing key

geometric and spatial features of the construction site. The setup includes

a central workbench and work zones, arranged to reflect the layout of car-

pentry formwork. Due to space constraints, the material piles are scaled

down in volume but are intentionally placed and stacked disorderly to re-

produce real-world clutter. While we cannot transport the exact objects
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and materials from the site into the sandbox, we aim to gather objects with

similar diversity and geometric characteristics. The objects include boxes,

toolboxes, wood racks, thin wood beams, pipes, construction tools, metal

hardware, and foam block clusters to mimic unstructured material piles10

(Figure 5.10, Figure 5.12). We intentionally arrange occurrences of prob-

lematic cases observed on site; for instance, pipes and thin beams are placed

horizontally and elevated to mimic the “extruding pipes” issue previously

mentioned.

For ease of reference, we assign a 2D grid to denote di↵erent areas in

the sandbox (left in Figure 5.10). The horizontal axes are labeled A, B, C,

representing the space along the target wall, between the material piles, and

near the central workbench, respectively. The vertical axes are labeled 1 to

4, representing the spaces and passages from left to right. For example, the

spot between the two left material piles is referred to as B2. This grid system

helps denote the robot’s and workers’ positions during the evaluation.

5.4.2 Evaluation Scenarios and Test Cases

Two evaluation scenarios (Figure 5.11) were developed to correspond to the

envisioned robot functions11. The first scenario concerns the send and sum-

mon functions, where the robot navigates between the central workbench

(Row C) and work zones along the target wall (Row A) around workers

amidst the material piles, through narrow passages. The second scenario

focuses on the accompany function, where the robot accompanies workers

in constrained spaces between work zones, primarily along the target wall

10Interestingly, most of these objects are collected from waste disposal from another
construction site near the lab.

11In the on-site demo, there are three scripts and scenarios, while in the lab evaluation
there are only two. This is because this evaluation primarily focuses on navigation perfor-
mance and comfort. Other factors, such as distant controller operation and tool/hardware
loading on the robot, are backgrounded. Thus, certain functions (i.e., send and summon)
can be evaluated together in the same layout scenario.
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Figure 5.10: Laboratory evaluation setup. This image was included in [Wu
et al., 2024a].

(Row A).

Figure 5.11: The two evaluation scenarios during quantitative evaluation:
(left) scenario primarily tests the robot’s navigation support capability
among work zones by the target wall; (right) scenario focuses on the de-
livery capability between the central workbench and work zones.

In each scenario, 10 distinct test cases were developed to capture a wide

range of worker activities and robot navigation objectives. This design is

also briefly outlined in the earlier publication [Wu et al., 2024b]. Echoing the
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studied worker duo, two research group members with prior knowledge of the

carpentry formwork context participate as workers during the evaluation. In

each test case, the robot’s starting and goal positions, as well as each par-

ticipant’s starting position, goal position, and demonstrated work activities,

are specified. Corresponding to the analysis in Chapter 3 and Chapter 4,

participants primarily display three types of work activities: working beside

walls, standing still, and walking around the site. The positions of these ac-

tivities, such as the starting and goal positions of the walking, are specified

using the grid system.

For each test case, 4 to 6 runs are conducted, blindly12 alternating among

non-RL13, vanilla RL14, and contextual RL15. During these runs, partici-

pants exhibit the same work activities, and the robot is tasked with the

same navigation objectives. While it is infeasible to control human ac-

tivities down to exact movements, it is generally agreed that participants

start to display work activities when the robot is about 2.5m away and

repeat their actions16. This approach aims to create similar worker-robot

encounter scenarios across each run to relatively objectively evaluate the

robot’s performance. During each encounter and delivery, the participant

closest to or directly engaged in the interaction serves as the primary eval-

uator to provide feedback and comments. The other participant observes,

o↵ers supplementary feedback, and documents the evaluation.

12This is to increase objectivity in the evaluation of worker-robot interaction
13RL-based social navigation layer is disabled, and the motion planning stack defaults

to DWA
14Hierarchical motion planning with RL-based social navigation, but with a vanilla

model without contextual alignment
15Hierarchical motion planning with RL-based social navigation, using the contextually

aligned model
16Precisely controlling participants’ activities in one test case across multiple runs is

impractical as humans are not programmed robots. Using a clock to exactly time when
to enact a specific action is also not constructive for investigating worker-robot inter-
action. Contingently, the robot’s navigation process constantly varies. If participants’
activities are displayed by time, then there might be runs when the robot arrives, but the
participant’s activity (such as walking) is already completed.
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5.4.3 Evaluation Metrics

To evaluate the robot’s performance with respect to its support capabilities,

we use common metrics in social navigation, such as collision rate, success

rate, robot freeze rate, and navigation time. Additionally and importantly,

we develop two context-specific metrics to assess the robot’s navigation com-

fort around workers: comfortable encounter rate and comfortable delivery

rate [Francis et al., 2023]. A human-robot encounter is considered uncom-

fortable if the robot (1) gets too close to the worker (¡0.25m), (2) performs

abrupt or drastic movements near workers that cause distraction or surprise,

or (3) forces the worker to change their original path. Similarly, a delivery

is considered uncomfortable if (1) the robot arrives at a position too far

away for the worker to reach tools or materials from the container, (2) the

robot performs too many unnecessary adjustments upon arrival, causing the

worker to wait, or (3) the robot gets stuck during navigation and takes too

long to arrive [Wu et al., 2024a].

5.4.4 Quantitative Evaluation Results

The results of the quantitative evaluation (Figure 5.12) are summarized in

Table 5.1 and Table 5.2, which were also covered in [Wu et al., 2024b]. To

visually present and compare the evaluation data between non-RL and RL

based robot navigation, Figure 5.13 illustrates the trajectories of both the

robot and participants, with notable occurrences during navigation marked.

The results highlight the e↵ectiveness of the RL-based social navigation layer

in enhancing the robot’s support capabilities in cluttered, worker-centric

environments [Wu et al., 2024b]. In scenarios without RL, the comfort-

able encounter and delivery rates decrease significantly by approximately

0.4 and 0.15, respectively. While the implementation of RL does not sig-

nificantly reduce major or minor collision rates (Table 5.2), it substantially
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Figure 5.12: Photos captured during the lab evaluation. Some photos were
published in [Wu et al., 2024b].

decreases obstructions to workers, robot freezes, and potentially dangerous

movements. This leads to smoother, more socially aware, and comfortable

support for workers, validating the initial design intentions.

Comf. Delivery Comf. Encounter

DWA 0.83 0.57

DWA+SARL (Vanilla) 0.95 0.87

DWA+SARL (Contextual) 0.98 0.92

Table 5.1: Quantitative results in lab evaluation regarding context-specific,
comfort-related metrics [Wu et al., 2024b].

Qualitatively, this di↵erence in navigation smoothness and comfort is

also reflected in the participants’ firsthand feedback and observations. With-

out the RL-based social navigation layer, participants often express discom-

fort and unease around the robot, particularly when approaching the robot

from the front. The robot often comes to an immediate stop, then wiggles
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Success Collision Freeze Time

DWA 0.83 0.05 0.95 29.40

DWA+SARL (Vanilla) 1.00 0.07 0.23 25.59

DWA+SARL (Contextual) 1.00 0.05 0.10 25.89

Table 5.2: Quantitative results in lab evaluation. “Success”: successful
delivery rate. “Collision”: major/minor collision rate. “Freeze”: robot
freeze rate. “Time”: navigation time (seconds) between two benchmarking
work zones [Wu et al., 2024b].

Figure 5.13: Trajectory comparison between non-RL (left) and RL (right)
based robot navigation. This image result was published in [Wu et al.,
2024b].
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and rotates left and right without moving until the participant moves away.

Such occurrences of robot “freeze”, which have been frequently documented

in other literature [Trautman and Krause, 2010], are reduced when the RL

model is enacted. In observations, with the RL-based social navigation layer

enacted, the robot usually starts to adjust its course in advance of the en-

counter, often a few steps away from the participants. This early adjustment

is often achieved by turning a few degrees away from the participants’ an-

ticipated course of activity, leading to relatively smooth and adaptive robot

trajectories. This robot behavior, also visually discernible in Figure 5.13,

is less likely to cause human discomfort and matches the social awareness

desired in the design of the robotic framework.

Additional analysis also reveals that the contextually aligned RL model,

compared to the vanilla RL model trained only in generic settings, shows an

improvement in the comfortable encounter rate and a decrease in the robot

freeze rate, resulting in less obstruction or interruption when o↵ering sup-

port. This enhancement is attributed to the additional alignment tailored to

work-specific scenarios, which better equips the robot to handle unique pat-

terns and attributes in our context [Wu et al., 2024b]. For instance, without

additional alignment, the model is not fully prepared for cases when a par-

ticipant repeatedly moves back-and-forth, leading to frequent and sudden

180-degree changes in direction. This is just one instance where alignment

makes a di↵erence. With similar prior training, the robot shows better adap-

tivity in handling these abrupt cases in advance, as numerically reflected in

the mentioned metrics.
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Chapter 6

Reflection and Discussion

6.1 Locating Robotic Technology Design: The Who,

The What, and The How

One might notice the frequent mention of “context” and “contextualization”

throughout this thesis. These terms capture a significant aspect of this re-

search: the process of “locating technology design” [Suchman, 2002]. In her

original text, Lucy Suchman highlights the importance of understanding

technology within its specific social and organizational contexts, advocating

for a design approach that accounts for the particularities of real-world prac-

tices. Inspired by such insight, this research emphasizes the need for speci-

ficity rather than abstract, visionary discussions of robotically-supported

collaborative work. The goal is to ground the design and deployment of

robotic systems in the unique contexts in which they are applied.

With the descriptions in Chapter 3, Chapter 4, and Chapter 5 in hand,

this section reviews and reflects on three key aspects: “the who”, “the what”,

and “the how”, critically inspired by Suchman’s vision. This reflection aims

to uncover the underlying principles, positions, and high-level insights that
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have driven the development of this robotic framework, highlighting how

these principles are deeply integrated into the technology design process

presented in the previous chapters.

6.1.1 The Who: Identifying the Users and Their Work Ac-

tivities

In retrospect, this research did not initially set out to target carpentry form-

work installation workers. This evolution in focus is why this thesis refers to

“construction workers” in its title, rather than directly specifying “carpentry

formwork installation workers”. The project began with the rough, concep-

tual intention to develop robotic technology supportive of physically intense

human labor, situated in the construction context. The identification of

carpentry formwork installation workers as a key user group emerged from

an iterative, “zooming in” process, which I would describe as “bidirectional

alignment”. In one direction, this alignment involved identifying specific

challenges within construction labor where advances in AI/ML and social

robot navigation could be e↵ectively applied. As mentioned in Chapter 3,

several other work practices were also reviewed and discussed within the

group. Carpentry formwork was eventually chosen because the frequent site

traversing burden observed in site studies is a pain point the current semi-

/autonomous robot navigation techniques are suitable to resolve. In the

other direction, the alignment required assessing the capabilities, especially

the limitations, of available AI and robotics resources to find a concrete,

realistic application scenario. While other work practices are also intriguing

for research, some notably require further robotic manipulation dexterity

or spatial flexibility, exceeding the group’s current robotic resources and

research capabilities. With no intention to pursue an omniscient “Franken-

stein” robot, the aim of this research is to support a specific group of users
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well, rather than projecting an all-encompassing, universal image of robotic

assistance. This approach deliberately steers clear of grandiosity and un-

realistic optimism about what the robot can currently achieve in the real

world. However, this consciousness is not intended to confine the potential

of technology or to suggest that AI/ML and robotics can only aid carpentry

formwork installation workers. Rather, it strives for precision, e↵ectiveness,

and practicality in technology production, aiming to showcase the novelty

of technical systems in a tangible, contextual, and meaningful way. This

specificity also seeks to pave the way for the ultimate goal of integrating

the technology into an actual workflow, where it can be solidly evaluated by

workers in grounded, constructive conversations.

6.1.2 The What: Localizing the Specific Robotic Support

Task

Following the decision to focus on carpentry formwork, the next critical mat-

ter then became: “What exactly is the robot supporting?”. As detailed in

Chapter 3, the research delves deep into the specifics of carpentry formwork

through an analysis of work practices and the worksite. With these contex-

tual understandings as a foundation, an important aspect of this research

is determining the exact robotic support without arbitrarily assuming any

drastic reconfiguration of the existing work. The current work practices,

material and geometric features of the site, and worker behavioral patterns

are studied and acknowledged to identify an immersive and naturally inte-

grated way to introduce the robot. The three proposed support scenarios

are all tailored to the specific links in the current workflows, not unrealis-

tically dictating changes workers should make to accommodate the robot.

Material and social challenges present in these tasks are not dismissed or

viewed as mere obstacles. On the contrary, they are considered integral
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to the support, serving as critical preliminaries for technology production.

As consistently emphasized throughout the research, robots are positioned

to support, not as replacements or disruptors, contrary to some laboratory

research imaginaries.

6.1.3 The How: Realizing Robotic Support in a Contextu-

ally Informed Manner

With the “who” and the “what” identified, “the how” becomes a key element

of the research to technically realize the robotic support. It particularly con-

cerns how technology design is associated with, inspired by, and eventually

situated in the uniqueness of the studied construction work. Two strategies

are particularly notable in this regard: “unearthing human work through a

technical lens” and “developing a deep tie between social and technical”.

Seeing Human Work Through a Technical Lens

“The way in which people work is not always apparent. Too of-

ten, assumptions are made as to how tasks are performed rather

than unearthing the underlying work practices. By making the

work visible, designers create a more intimate view of the work-

place landscape.”

— Lucy Suchman, Making Work Visible [Suchman, 1995]

Inspired by the idea of making human labor visible [Suchman, 1995], this

research aims to base technology design on an enriched understanding of

real-world construction work, made visible through the qualitative methods

employed by our group. Specifically, the focus is on carpentry formwork,

in a manner that is both socially detailed and technically insightful. As
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described in Chapter 3, this is achieved through the decomposition of both

the worksite and workers’ activities. The goal of this decomposition is not

only to gain high-level qualitative insights but also to translate these insights

into a meaningful dialogue with existing research in social robot navigation,

machine learning, and human-robot interaction.

Developing this dialogue is not a one-time event, but rather an iter-

ative “trial-and-error” process that evolves and refines over the course of

the research. Key elements of the decomposition are gradually discovered

and often initially considered as “interesting” factors during thought exper-

iments, group discussions, literature reviews, and daily research activities.

For example, the idea to closely investigate the behavioral di↵erences be-

tween a carpentry worker and a common pedestrian emerged one afternoon.

After spending considerable time training the RL algorithm in simulation,

using symbolic, monolithic agents (circles) moving in simple paths, I was ex-

posed to a raw video recording from the site, capturing the lively activities

of the workers. The vivid contrast between these real-world activities and

the simulation led me to intuitively question the simulation: “This doesn’t

resemble the tests I’m running at all”. Delving deeper into this di↵erence

resulted in a more detailed analysis of worker activities, which ultimately

led to the development of more diverse and generative agent behavior in

training the RL algorithm, as presented in Chapter 4 and Chapter 5.

Another idea to investigate workers’ activities through both an individ-

ual and collaborative lens comes from my colleague’s persistence. He insisted

on describing the worker duo’s activities separately. This insistence started

with using “Worker A” and “Worker B” to separately annotate and analyze

the di↵erent roles of the main installation worker and the assistant. Seem-

ingly trivial at first glance in a technical sense, it eventually turned out to

be a critical factor in outlining the social dynamics of the work. If under-
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standing individual activities helps diversify agent behavior in RL training,

then understanding the collaborative dynamics guides the design of experi-

ment scenarios for the algorithm and the prototype, which in turn critically

captures the essence of the robotic support and worker-robot interaction.

The fragmented ideas and factors go through several iterations before

synthesizing into a coherent, descriptive framework. Rather than a direct

translation or a plain amalgamation, the synthesis is highly selective and pri-

oritized towards the specific robot support. For instance, while qualitatively

di↵erentiating the work zones helps understanding the spatial progression of

the work, it is less relevant to do so when resolving the robot’s support and

navigation capabilities. This is why all zones are currently reviewed generi-

cally, and are noted only as A, B, and C, not with the analytical depth and

attention placed on worker activities or tools/materials. As a reflection, I

feel such prioritization is necessary. While a spanning coverage of the quali-

tative analysis is important, the depth and relevance of the analysis towards

the intended technology design is even more critical.

Develop a Deep Tie Between Social and Technical

Besides explicitly developing a framework to decompose the work, the “how”

is also achieved through forming a deep tie between ethnographic under-

standing of the work and the technology design process. As shown in mul-

tiple cases in Chapter 3 and Chapter 4, the tie is infused in many links

of the framework. From the formation of the robotic hardware to the de-

velopment of the RL algorithm, to the design of the worker detection and

tracking module, to the simulation and real-world testing, multiple techni-

cal decisions are shaped by the social and material features of the work. As

a general principle, technology is not selected merely as a pursuit of fancy

and state-of-the-art but also weighs in suitability within the specific context.
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Taking the worker detection and tracking module as an example, with the

fast development of computer vision and autonomous driving techniques,

new methods appear on a monthly, if not weekly, basis. However, recogniz-

ing the inherent di↵erences between a highly complex construction setting

and what is implicitly assumed in those emerging research, and especially

how these di↵erences may a↵ect algorithmic performance, helps maintain

a sense of consciousness in the prototyping, particularly within a limited

time frame and with limited resources. This sense of technical suitability,

seemingly empirical and personal, is largely fueled by the deep understand-

ing of the social and material gist of the work gained through immersive

observation and discussion in the research group.

Besides the direct impact on technical decisions, the tie also triggers and

inspires theoretical thinking in technical research. For instance, addressing

the behavioral di↵erences between carpentry workers and pedestrians, at a

conceptual level, concerns how to e↵ectively fine-tune a generically trained

RL model to align with specific preferences and tendencies. Combined with

certain expectations such as model performance consistency in Sim2Real,

which emerged as an actual challenge during the robot’s development, in-

spired the idea of the “contextual fine-tuning of RL” module, as described

in Chapter 4. The module itself is an algorithmic pipeline that is general-

izable to other robotic scenarios, not just limited to carpentry formwork or

construction robotics. But it is this specific context, especially its inherent

challenges and constraints, that nudged its development. As a reflection of

such inspiration, I would say that the tie between social and technical is also

bidirectional. The social understanding of human work helps situate and

shape the technology design in concrete ways, while also serving as fertile

ground for formulating and thinking about technical problems that might

otherwise go unnoticed or be absent in a generic, abstract, and detached

research setting.
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6.2 Architecting A Robot For Real-World Chal-

lenges

Construction sites resemble some of the most complex, populated, and dy-

namic environments for robotic applications. Orchestrating a technical ar-

chitecture for a “work companion robot” capable of operating in such chal-

lenging contexts, particularly with the ultimate aim of tangibly supporting

existing workflows and workers, is a di�cult task. In this section, I reflect

on the “architecture” process of this robotic framework. In some cases, I

also wish to draw parallels with architectural design principles and practices

that I find useful, particularly those that can be meaningfully applied to the

robot design and prototyping process.

The first insight is about balancing the high-level vision with the low-

level technical details. The aim of this research—–robotically-supported

collaborative work—–requires several robotic capabilities, each with its own

technical complexities. For instance, the robot must perceive and locate

itself in a dynamic environment, navigate through clutter, detect and track

workers, and adaptively support them with social awareness. Each of these

features could be a research topic on its own, but the robotic framework

integrates them to serve the ultimate purpose of robotic assistance. Take

the worker detection and tracking module, for example. It involves multiple

sensors, integrating detection and tracking methods, and optimizing infer-

ence speed. Yet, this module is a means to an end—–supporting the robot’s

socially aware navigation. Maintaining focus on the broader goal, with-

out getting bogged down in subproblems, is critical. Even the contextual

fine-tuning of the RL module, though algorithmically complex, is developed

with the clear aim of aligning the robot’s navigation with workers’ bespoke

behavioral patterns. This approach—–balancing technical details with the

overarching goal of robotic assistance—–can be adapted to other human-
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centric contexts beyond construction. The same principles of grounding

high-level vision in technical capabilities apply across fields where robotics

integrates into specific work environments. Maintaining this focus has been

crucial for building and managing complex technical systems.

The second insight is about embracing an imperfect, candid view of the

real world. Developing robotic prototypes in the lab versus in a real-world

setting involves di↵erent conditions, premises, and di�culties. These often

underestimated di↵erences, if not acknowledged or articulated, may become

decisive pitfalls in the actual e�cacy of the robot. This concern is par-

ticularly rooted in my experience as a former architect, who has been on

construction sites, witnessing how some lab-incubated robots and machines

may demonstrate well but eventually perform poorly in real-world scenar-

ios. In this research, viewing the context—a cluttered, unstructured, and

dynamic construction site as it is, rather than in a simplified, idealized, or

even detached fashion—is an important angle I aim to maintain. A great

deal of the e↵ort in Chapter 4 unfolds and revises itself upon these somehow

tricky, seemingly trivial but bold realities. For instance, the robot’s sensor

package is repetitively upgraded to address corner cases observed on site.

Without exposure to an actual construction site, such dedication can easily

be dismissed in the lab. Yet, these have shown to be the very factors that

can make or break the robot’s performance in the real world.

The third insight relates to the iterative, clumsy, rough, and bumpy

process of technical development. A typical architectural design process in-

volves three stages: coarse design, fine drafting, and final detailing. This

methodical deepening is mirrored in the prototyping of this research’s tech-

nical architecture. One may notice that in Chapter 4, such iterations often

start with the simplest, most broadly applicable, even somewhat “outdated”

solutions. For instance, the research’s initial trial of the navigation stack was
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the most basic ROS navigation stack. This decision is not due to a lack of

knowledge but is based on the principle of establishing a functional baseline

before pursuing optimization and customization. It also underscores that

architecting a robot is not solely about chasing the latest numeric bench-

marks. Principles such as time-tested reliability, contextual appropriateness,

and engineering pragmatism still matter. Therefore, recent methods are not

pursued baselessly, but with grounding in comparisons with more estab-

lished approaches, which is showcased in the “hierarchical motion planning”

module.

Bearing these insights in mind, we can see the multifaceted, complex,

and iterative nature of developing a robotic architecture for real-world chal-

lenges. The process is not just about technical prowess or theoretical sophis-

tication. It is also about the systematic structuring, building, and handling

of solutions responsive to concrete realities and complexities.

6.3 “Hardware is Hard”

The intricacies of handling a real robot prototype extend far beyond theoret-

ical models and simulations, diving deep into the tangible world of hardware.

This di�culty, often referred to as “hardware is hard” within the research

group, encompasses a multitude of challenges, from dealing with long-tailed

issues to mastering the minutiae of the robot’s nuts and bolts. This sec-

tion reflects on these complexities and o↵er some high-level experiences in

overcoming the hardware di�culties in this research.

The first reflection relates to the handling of long-tailed issues. While

interacting with real robots, one quickly learns that the diversity of poten-

tial issues forms a long tail—rare and unexpected problems that are di�cult

to predict and often even harder to trace. Solving these long-tailed issues
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requires a deep understanding of the hardware at both a detailed and sys-

temic level, enabling one to draw intuitive connections between seemingly

unrelated factors. For instance, the utilization of a GPU is essential in this

research. However, having a GPU running on edge with multiple deep neu-

ral network inferences can result in a hot battery. Initially, without explicit

heat management, the group observed that the robot would occasionally

stop functioning with errors like “GPU falling out of the bus”, leading to

discontinuous, jagged navigation performance. Despite the software being

well-coded and tested, the issue persisted. After several weeks of debugging,

the problem was pinpointed to the keyboard’s flashy backlight, which, on

our specific computer model, made the upper surface and battery extra hot,

causing the GPU to overheat and disconnect. The solution was simple: turn

o↵ the keyboard backlight and monitor the computer’s heat. This example

vividly illustrates how seemingly trivial hardware factors can have a pro-

found impact on a robot’s overall success. Two principles are critical when

dealing with these issues: maintaining a broad perspective, even when deal-

ing with minute details, and always paying attention to hardware basics.

Even with well-developed, industrial-grade robots, it is crucial to monitor

aspects like battery, heat, power management, and cable connections.

The second lesson highlights the profound di↵erence between theoretical

knowledge and practical implementation. Applying advanced algorithms or

methods to real robot hardware is never a simple “plug-and-play” process.

The performance of a promising algorithm in simulation or on a dataset

does not guarantee its success on one’s particular hardware suite. For ex-

ample, the implementation of LIO-SAM for site mapping, despite the origi-

nal author open-sourcing a detailed repository of the algorithms on GitHub,

required significant e↵ort. The algorithm relies on a tight coupling between

3D LiDAR and IMU, necessitating a deep understanding of the robot’s sen-

sor suite and the algorithm itself. The physical setup of our modular LiDAR
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box, as mentioned in Chapter 4, needed to be accurately represented using

a few parameters and matrices. Incorrect parameters or misunderstandings

of the algorithm’s assumptions can lead to issues such as constant drifting of

the registered point cloud or misalignment of axes and transforms. Resolv-

ing these issues required a long-winding, hands-on, trial-and-error process.

Furthermore, our IMU model posed additional challenges for the method’s

initialization. For the algorithm to work, the data stream of the IMU and 3D

LiDAR must appear in a specific order. This seemingly trivial requirement

became a decisive painpoint on our hardware. After multiple software-level

attempts to maintain such an order, the group ultimately gave up and de-

veloped a hardware startup sequence instead to circumvent the issue. Two

critical experiences emerged: do not underestimate the engineering gap be-

tween a theoretical method and its application on the hardware, and be

prepared to adapt and iterate as necessary based on actual performance.

The third lesson pertains to the system management of the hardware,

focusing on sharing tacit knowledge and establishing operation protocols.

In this research, many brilliant master’s students1 contributed to the ex-

perimentation of the robot, accelerating the group’s exposure to various

hardware issues and helping to find solutions. Instead of passing these tacit,

hands-on experiences casually or logging them in personal notes and dev

logs, I decided to establish a formal, systematic knowledge base for hardware

management and documentation. This sharing facility includes a detailed

list of common hardware setups and configurations, issues and their solu-

tions, and preventative measures, operation manuals and protocols, serving

as a repository of collective wisdom for the research group. This facility,

though not included in the research publication, has proven invaluable in

managing and driving the robot prototype and facilitating the group’s col-

lective learning.

1Please refer to the Acknowledgement
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Fourthly, embrace simplicity. Many hardware solutions in making the

robot work are surprisingly simple, despite the complex journey to discover

them. The phrase “dummy things that make robot work” encapsulates this

notion. However, the value of these solutions lies not in their complexity but

in their e�cacy. Finding these straightforward yet e↵ective solutions is a

significant aspect of the research, exemplifying the creativity and persistence

required to navigate the multifaceted challenges of working with hardware.

For instance, the worker detection and tracking module’s “tilted camera”

solution emerged after realizing that workers’ faces would disappear from

the camera’s FOV, influencing the detection accuracy. Initially, the most

promising solution seemed to be adding another camera on top of the robot,

which was costly and time-consuming. After brainstorming and testing on a

smaller robot, the simpler solution of tilting the camera up was implemented,

e↵ectively resolving the issue with minimal e↵ort.

Finally, every bug encountered and every problem solved contribute to

a growing body of knowledge. This accumulation of experiences and fa-

miliarity with various issues gradually transforms a novice into an adept

researcher.

6.4 Is Reinforcement Learning the Answer?

This research demonstrates a full-stack exploration of reinforcement learn-

ing (RL), both theoretical and applicational, through a companion robot

adaptively supporting construction workers, almost like opening up a Pan-

dora’s box of potentials and pitfalls. This section reflects on the advantages

and disadvantages of employing RL as an adaptive strategy for robotic ap-

plications, particularly in navigating the complex and nuanced dynamics

of human workspaces, in hopes of shedding some high-level insights into
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leveraging this machine learning paradigm.

One of the most significant challenges in applying RL to solve real-world

robotic problems is its voracious appetite for data. RL algorithms, espe-

cially those based on deep learning, require vast amounts of experience to

learn even moderately complex behaviors. This hunger for data presents

a practical challenge especially in scenarios highly associated with human

activities such as construction work, where capturing and collecting actual

human activities and interactions can be time-consuming, expensive, and

sometimes impractical. The reliance on simulated environments, as de-

scribed in Chapter 4, becomes a double-edged sword. While simulations

o↵er a controlled, scalable way to generate data, the gap between simulated

and real-world experiences—also known as the “sim-to-real” gap—poses a

substantial hurdle. In this research, such a hurdle is exemplified by the fre-

quently mentioned di↵erence between a formulaic walking agent in prevail-

ing social navigation simulation environments and the actual construction

worker. The challenge of bridging this gap is not just about the fidelity of the

simulation but also about the nuanced, context-specific behaviors that are

di�cult to reproduce in a simulated environment. This challenge is further

compounded by the need for continual fine-tuning and adaptation, as the

robot encounters new scenarios and interactions in the real world. Without

the foundational e↵orts of the community in developing and refining simu-

lation environments, the path toward applying RL in the real world would

be steep and fraught with uncertainty, especially for scenarios with intricate

social dynamics. In fact, if there were no previous e↵orts by Jean’s group

and other research groups on developing open-sourced, customizable social

navigation simulation environments, the research would probably reconsider

whether to employ RL in the first place.

RL’s strength lies in its ability to master skills through extensive practice
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and trial-and-error, a learning paradigm that mirrors some aspects of human

skill acquisition. This capability makes RL well-suited for tasks requiring

a degree of delicacy and adaptability, aligning closely with certain human

approaches to learning. However, this is not the only way humans learn.

Frankly speaking, this trial-and-error honing of an atomic, reward-driven

skill, such as how to twist a pen with fingers, often appears when there are al-

ready some foundational physical capabilities in place as premise. RL’s focus

on outcome-oriented learning, without an explicit reasoning or implication

of the task mechanism, introduces inherent disadvantages. This is partic-

ularly concerning for contexts like robot navigation in complex workspace.

Unlike mindlessly dodging awkward encounters when walking on the street,

even humans need to keenly observe the surroundings and navigate based

on contingent information: “the path is clear because there is no ongoing

work”, “I should take a detour because I should not be crossing a busy

worker duo”. These additional “situated awareness”[Suchman, 2015] essen-

tial to survive an environment such as construction site, compared to other

simpler, more intuitive scenarios, are currently not present in the formula-

tion of RL solutions. One may argue that if we include all these factors into

the RL’s state space and make the model large, the problem can still be

solved. But at what cost? Moving towards that end, RL might not be the

most suitable solution.

Despite its noted disadvantages, RL demonstrates a unique strength in

refining nuanced responses in bespoke situations, particularly when aligning

a generically pre-trained model that has already acquired baseline capabili-

ties. This strength mirrors the training paradigms of large language models

(LLMs), where reinforcement learning is used to align models with human

preferences. The successful adaptation of RL models to the specific car-

pentry formwork scenario, a technical highlight of this research, underscores

the potential of RL. However, I contend that RL should not be viewed as a
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standalone, one-size-fits-all solution, but rather as a component in a more

integrated approach to AI-driven interactive robots.

The future of RL in robotics, especially in socially and physically com-

plex scenarios, likely lies in a hybrid approach that combines RL’s contextual

fine-tuning capabilities with the understanding and reasoning provided by

more foundational models. This integrated approach could o↵er a more

comprehensive solution to the challenges of current learning paradigms, en-

abling robots not only to adapt through extensive experience but also to

reason deeply about the social and physical environments in which they

operate.
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Chapter 7

Conclusion and Future Work

7.1 Contributions

This interdisciplinary research integrates computational design, robotics,

and AI/ML to address the unique challenges of robotically supprting phys-

ically demanding human work, with a focus on the specific complexities of

on-site manual construction. Choosing carpentry formwork as a prototypi-

cal scenario, a human-centered, AI/ML-driven robotic framework is devel-

oped, leveraging reinforcement learning methods to adapt a pretrained social

navigation model to the observed work patterns and behaviors of construc-

tion workers, aiming to provide tangible support and companionship within

workers’ existing workflows. While this research focuses on construction,

the methodology—–basing technological designs on deep, qualitative under-

standings of specific practices—–can be extended to other human-centric

contexts where technology must align with domain-specific features, needs,

and activities. The key contributions of this research are threefold.

First, this research contributes to the field of computational design by

exploring an area less examined by previous studies. While previous re-
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search primarily approaches the problem of constructing physical spaces

from material-centered, design-centered, or robot-centered perspectives, this

research directly tackles the substantial presence of human labor and the

inherent complexities and “messiness” of work scenarios. By proposing a

human-centered robotic architecture based on the actual work context of

carpentry workers, this study addresses critical, often overlooked real-world

challenges in meaningful ways. It also presents a case study of a technol-

ogy design process developed in close dialogue with the social and material

specificities of human work.

Second, the research contributes to the robotics domain, particularly

the growing field of human-robot interaction (HRI). The research showcases

a potential prospect of how social robots can be designed and introduced

into existing, laborious work scenarios while o↵ering situated and handy

assistance, in addition to the current common image of public guiding, mu-

seum touring, food delivery, etc. The research also provides a solid and

reusable technical foundation and platform to trigger more contextualized,

empathetic, and considerate research in similarly physically-intensive work

scenarios, in construction, manufacturing, agriculture, and even in space

exploration, towards a robotically-supported future of work.

Third, this research contributes to the field of AI and machine learning,

particularly in reinforcement learning (RL). It demonstrates how recent ad-

vancements in deep reinforcement learning can be applied to adaptively navi-

gate robots in complex, human-centric work environments. The research also

introduces a methodological approach for improving, aligning, and contextu-

alizing a generic RL model to practical complexities and worksite practices,

while addressing how real-world “uncertainty”, “messiness”, and “imperfec-

tion” can influence algorithm performance—–factors often underexplored in

typical algorithm benchmarking settings. This approach integrates insights

147



from social and qualitative research, along with consideration of Sim2Real

transfer and robotic performance stability, achieved through both experi-

mental validation and algorithmic optimization.

In more technical detail, the research contributes [Wu et al., 2024b]:

1. A robot prototype demonstrating on actual construction sites how re-

inforcement learning algorithms can work in tandem with supplemen-

tary methods to enable assistive robot tool/material deliveries and

comfortable worker-robot interactions, central to supporting the daily

work of construction workers.

(a) An e↵ective pipeline for employing, contextualizing, and fine-

tuning a group of recent RL-based social navigation algorithms

to enhance human-robot interaction in specific work contexts.

(b) A modular and open-source design and implementation of a robot

system and hardware, complete with a stack of control and sen-

sory packages tailored to cluttered indoor work environments.

(c) A robust architecture of perception modules designed for com-

plex, unstructured obstacles and the e�cient detection of work-

ers’ activities.

(d) A lightweight and hierarchical motion planning stack that har-

nesses advantages of both RL-based socially aware path planning

and search-based path planning methods.

2. A generalizable, e�cient RL-driven robotic framework, encompassing

both hardware and software, that serves as a navigation base for en-

abling flexible and mobile robot support functions in indoor, cluttered,

labor-intensive work scenarios.

3. A concrete robotic foundation for future investigation into algorith-

mic, ethical, social, and applicational aspects of robotically-supported
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collaborative work.

At a higher level, I hope this research advocates for and substantiates the

vision of “human-centered AI and automation”. I envision a future where

robots empathetically support and work alongside people, akin to TARS in

“Interstellar”, MB-26 Benben in “The Wandering Earth II”, and Baymax

in “Big Hero”. Coming from an architecture background and witnessing the

long-standing, yet often overlooked, di�culties in heavy-manual traditional

industries, I hope this research prompts reflection on the aims and visions of

developing AI and robotics technologies in the first place. While the current

trend in AI and robotics research is predominantly driven by the pursuit of

e�ciency, performance, and autonomy, I wish to remind the community of

the importance of human-centeredness, contextuality, and empathy in the

development of these technologies.

In addition to these contributions, I also wish to candidly share the

tacit knowledge, di�culties, failures, and successes encountered during the

research process through this thesis, with the aim of prompting deeper re-

flection on designing and building AI-driven robots for real-world challenges

within the broader community. As the current norm, most published pa-

pers often document only the final technical choices-what equipment was

used, what algorithm was selected, and what procedures were performed.

While such clarity and brevity are essential for research publication, they

largely omit the actual, in-context process of solving real-world problems,

which inevitably involves iterations of twists and turns, trials and errors.

As readers may find throughout this thesis, many seemingly trivial issues

can profoundly a↵ect the success or failure of the overall robotic framework.

I resolved most of these issues through painful, iterative problem-solving,

by watching numerous YouTube tutorials, reading countless blog posts, and

scrutinizing pages of GitHub Issues. At that time, I often hoped for a more
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explicit way of sharing these tacit knowledge and experiences. Therefore, in

my doctoral dissertation, I hope the systematic and reflective documenta-

tion of this research, including both successes and pitfalls, can benefit future

researchers facing similar di�culties, and the community at large.

7.2 Limitations

Despite the promising prospects, this research has several limitations worth

mentioning. First, the current robotic framework does not include a robotic

manipulation component. The research at this stage focuses on the naviga-

tion and mobility aspects of the robot, excluding the capability to manipu-

late objects or tools. Future work could explore the integration of robotic

manipulation capabilities into the existing platform, potentially enabling

more diverse support functions. For instance, equipping the robot with an

arm could allow it to pick up and deliver tools and materials directly to

workers, or engage in more contact-rich assistive manipulation tasks. The

absence of this capability currently assumes that a worker is needed to load

and unload the robot, which detracts from the overall e�ciency of the sys-

tem.

The second limitation pertains to the robot’s navigation capabilities.

While the research addresses many encountered issues and corner cases,

certain challenges remain unresolved. As mentioned in previous chapters,

localization drift is still present in the robot’s navigation system, causing

cumulative deviations from the intended path over time. This issue primar-

ily arises from the complexity and non-stationary nature of the construction

work environment. Future work could explore more advanced mapping and

localization techniques, particularly those incorporating semantic-matching

alongside scan-matching. For instance, static structures such as columns and
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finished walls could be used as anchors, while temporary, constantly chang-

ing objects like material piles could be omitted. This selective approach

mimics human behavior in similar situations and could leverage advance-

ments in vision-based reasoning and SLAM. Utilizing the modular nature

of the framework, future research can flexibly replace less performant mod-

ules with more advanced methods emerging in the fields of robotics and AI,

aiming to achieve better overall navigation performance.

The third limitation relates to the demonstration site. As mentioned

in Chapter 5, while the research group made its best e↵ort to find a site

representative of carpentry formwork conditions, it still di↵ers slightly from

the conditions observed in the preliminary site study. Although cluttered

with various construction objects, the demonstration space is larger than

the initially studied site, and the target formwork wall is built with fewer

exposed rebars. Additionally, the evaluation is limited by the fact that

it did not occur during an actual workflow, but was primarily conducted

to document on-site, in-context reactions from actual construction workers.

While each construction site is unique, it remains an intriguing question how

these particular di↵erences may impact the robot’s performance and the

overall system’s usability. Future work could explore deploying the robot

framework in environments that better match these specific conditions, if

feasible, to further evaluate and optimize the framework.

7.3 Future Work

Moving forward, there are several high-level research directions for future

work that can build upon the research presented in this thesis. Particularly,

there are three directions that I believe are most promising and impactful,

and I am currently pursuing them as promising research career goals.
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The first direction, emerging from the insights from Chapter 6, concerns

the deeper “reasoning” capability of robots within work scenarios, particu-

larly regarding the interpretation of work ethics and norms. If we consider

RL as the robot’s control layer enabling the robot to act contingently upon

the cumulative understanding of human activity patterns, then the “reason-

ing” layer needs to be developed on top of this layer to interpret the un-

derlying reasons, associations, and intentions behind these activities. The

fast-evolving fields of AI and robotics o↵er emerging methods and tools to

explore this possibility. Examples include leveraging large language models

(LLMs) as few-shot learners and interpreters of intuitive verbal instructions,

using vision-language models to facilitate multi-modal context understand-

ing, or utilizing knowledge graphs to represent and reason about the implicit

knowledge and norms in human work. This direction could potentially lead

to more context-aware robots that can better understand and support hu-

mans.

The second direction concerns the broader applicability of the robotic

framework developed in this research. While the research focuses on the

specific scenario of carpentry formwork, the technical framework itself is de-

signed to be modular, expandable, and generalizable, and can be adapted

to other labor-intensive work scenarios where robot support and compan-

ionship is beneficial. Future research could explore deploying the frame-

work in other contexts, even beyond construction, such as manufacturing,

agriculture, or space exploration, to expand and evaluate its performance

and usability in di↵erent environments. This exploration could also involve

further optimizing and evolving the framework’s components, such as the

perception modules, motion planning stack, hardware design, and machine

learning algorithms, to better suit the specific requirements of these contexts.

By doing so, the research could contribute to a more comprehensive under-

standing of how robots can support humans in various physically intense
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work scenarios, and further substantiate the vision of robotically-supported

collaborative work.

The third direction concerns the ethical and social implications of de-

ploying robots in human work scenarios, especially how such support should

be more feasibly evaluated before deployment. Rather than discussing these

ethical considerations in a general, verbal sense, a future direction of this

research explores how to embed these considerations into the design and

development of a benchmarking utility, potentially a photorealistic, physics-

based simulation environment, that can capture both the material and social

dynamics of specific real-world work scenarios. In contrast to the symbolic

simulator and a real-world sandbox, such a simulation utility can provide

a safe and controlled space, a “digital twin” middle layer, for evaluating

the performance and usability of robot systems (Figure 7.1) before their

real-world deployment. This would create a space for investigating the cri-

teria, ethics, and policies for robotically-supported collaborative work at

large. Similar to the approach presented in this thesis, this future direction

is inherently interdisciplinary. It could involve collaboration with experts

in ethics, sociology, and human factors to identify and define key ethical

and social considerations. It can also consider working with experts in com-

puter graphics, animation, and the film industry to capture, gather, and

even generate more realistic human activities in simulation. By doing so,

the research could contribute to a more systematic, safe, and rigorous eval-

uation of robots in human work scenarios, ensuring that they are designed

and deployed in ways that are ethical, accountable, and beneficial to human

workers.
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Figure 7.1: A preview and current progress of developing a photorealistic,
physics-based simulation environment for benchmarking context-awareness
of robotic system in work environment. Image credit: ReAC Research
Group, 2023.
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Worker Interview Summary

Purpose of System

Interviewer 1: First, let’s recap the purpose of the system we designed.

We’d like to hear your experience with this machine. You’ve seen it running,

you’ve seen it working. Especially, you also interacted with the remote

controller. So, your interaction with the controller, loading it, unloading it,

or delivery, or sending the robot to points, right?

Feedback - Interaction

Worker 2: Sending the robot from point to point was easy. A click of two

buttons. Very nice. As long as you have the zones set up, that would be

great.

Worker 1: Is that what you guys were doing earlier in the week, setting

up all the work points so the remote knew where to send it?

Interviewer 1: Yes, but currently at the prototyping stage, we set it

up for the workers.

Feedback - Loading/Unloading

Interviewer 1: How was the loading/unloading experience?

W2: It was all right, a nice bin. Not too congested or clogged, just the

right size.
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Interviewer 1: The container is temporary. It could be bigger in a

future iteration.

W1: Can it be made bigger to transport more materials or equipment?

Interviewer 2: The driving algorithms and sensing are the same. We

just need a bigger chassis.

W1 and W3: Approved.

W3: Loading/unloading is relatively simple. You could load a five-gallon

bucket the same way or a wheelbarrow. As far as transferring materials from

point A to point B, it’s relatively simple. Send it on its way.

Additional Use Cases

Interviewer 1: What aspects of this machine do you find successful, and

what can be improved? What other functions can be added to a navigating

robot on a construction site?

W3:

Manipulator / Tooling: Attachments could enable di↵erent functions.

Like heavy equipment, which can dig, compact, and drill with di↵erent at-

tachments.

Cleaning: A broom attachment could clean dust and dirt, eliminating

the need for a person to push a broom. It could work after hours, running

remotely, picking up objects, and dumping the load at a specific point.

Layout: An attachment for interior wall layout could triangulate and

label walls based on drawings. It could work after hours, labeling and data

gathering.

Survey / Layout Before Excavation: Before excavation, the robot

could navigate and provide points.
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Weaknesses and Improvements

Interviewer 1: What is a weakness in the system? What doesn’t really

work?

W3: Transferring small pieces of hardware is not the primary concern

in this rough phase of construction. Moving heavy items like drywall panels

would be helpful for safety and e�ciency. The robot could have attachments

for di↵erent functions.

Interviewer 1: Moving small items is useful for reducing physical bur-

den. For example, in carpentry formwork, workers do more walking for

hardware than panels.

W3: If the robot does all the moving, workers can be more productive.

W1: My concern is the robot can’t load itself. Is there someone to load

it, or would it be quicker to do it manually?

Interviewer 1: We currently don’t have an arm, but we are considering

it for the future.

Perception and Interaction

Interviewer 2: How would you perceive the image or design of the robot?

Interviewer 1: Did you feel intimidated or find it di�cult?

W2: No, it was easy. It looked like a robot.

W3: It’s similar to an remote control car.

Interviewer 1: Any other forms of interaction you imagine for this

machine?

W1: An app.

W2: An app, but not verbal commands due to the loud environment.

An app would work better.

W1: Maybe on a watch.

Interviewer 2: Would you find it more convenient on a watch?
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W1 and W2: Yes, that would be great.

Additional Tasks and Safety

Interviewer 1: In which other tasks can the current machine be useful?

We saw its potential in formwork panel installation and framing.

W2: Possibly furniture assembly during interior finishing stage when the

rough construction is completed. It could work in finished spaces, moving

small metal pieces, modular cubical furniture, doors, and hardware, reducing

physical strain.

Interviewer 1: Any safety concerns for the robot on-site?

W2: Maybe if it was brighter colored, like a vest, to be seen by equip-

ment operators.

W3: Blinking light.

Interviewer 1: How did you find the speed?

Interviewer 2: We set it to low intentionally.

W2: That makes sense. Di↵erent speeds for di↵erent times. People will

just walk around it in close distance.

Interviewer 2: The robot uses AI to avoid bumping into anyone or

causing obstructions.

W3: I observed it doing that around Interviewer 2.

Challenges and Adaptations

Interviewer 1: What can be rearranged on sites to accommodate the

robot? What adjustments are realistic?

Interviewer 2: Would you prefer Boston Dynamics legged robots or

cleaner floors for wheeled robots?

W2: The first option, but materials will still be on the project.

179



W3: The building must be kept clean. The robot can scan a barcode

and deliver items.

Interviewer 1: You still need some clearance for tra�c.

W3: In some buildings, it would work. In this building, it may not.

Smaller robots would work better.

Interviewer 2: That is possible.

W3: Payload should be enough, and sensors should work like a truck

with a trailer.

Interviewer 1: Any other additions?

W3: Maybe the materials are already delivered on the attachment.

Interviewer 1: Thank you for your time.

End of the conversation.
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